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ABSTRACT

Ineffective treatment assignment in pain management leads to unnecessary procedures, increased costs, and suboptimal
patient outcomes. Traditional approaches often fail to consider non-medical factors that significantly influence treatment
efficacy. This study presents the design, development, and evaluation of an integrated predictive and prescriptive analytics
system for optimizing medical treatment assignment at ALIVIUM SAS, a specialized pain management institution in
Colombia. We developed a two-service interoperable system comprising a software layer with modular monolith
architecture and a comprehensive data system integrating Data Lake, Data Warehouse, and machine learning
microservices. The system employs multiple ML algorithms (Logistic Regression, Random Forest, XGBoost, Neural
Networks, and Ensemble methods) trained on 3,850 patient records augmented through linear interpolation, Gaussian noise
injection, and fixed algorithm techniques. Development followed a hybrid Waterfall-to-Agile methodology incorporating
Test-Driven Development (TDD), DevSecOps, MLOps, and robust data governance practices.

The Ensemble model achieved superior performance with 92.1% accuracy, 91.5% precision, 92.3% recall, 91.9% F1-score,
91.8% specificity, and 0.935 AUC-ROC. System performance metrics demonstrated 245 ms average API response time,
support for 500+ concurrent users, 98.5% data completeness, and 99.9% authentication success rate. Feature importance
analysis revealed pain intensity score (18.5%), treatment history (16.2%), and comorbidities (14.8%) as primary predictors,
while non-medical factors (social, labor, cultural) contributed 31.5% collectively. The implemented system demonstrates
the feasibility and effectiveness of integrating predictive and prescriptive analytics into clinical workflows for pain
management. The architecture supports real-time decision support while maintaining data security, privacy, and
explainability. This work contributes methodological insights on data augmentation strategies, MLOps implementation in
healthcare, and the integration of medical and non-medical factors for treatment optimization.
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INTRODUCTION

Pain management represents one of the most complex and
resource-intensive domains in modern healthcare, requiring
careful consideration of multiple clinical, psychological,
and socioeconomic factors to achieve optimal patient
outcomes. The Colombian healthcare system, like many

healthcare systems globally, faces significant challenges in
treatment efficiency, cost management, and resource
allocation. These challenges are particularly acute in
specialized pain management settings where treatment
options range from conservative analgesic approaches to
invasive percutaneous and implantable interventions, each
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carrying distinct cost profiles, risk levels, and efficacy
patterns.

Traditional treatment assignment protocols in pain
management have predominantly relied on clinical
judgment informed by patient symptomatology, medical
history, and standardized diagnostic criteria. However, this
approach often fails to systematically incorporate non-
medical factors, including cultural background, social
support structures, family dynamics, and occupational
characteristics, that profoundly influence treatment
response and long-term outcomes. The absence of
structured frameworks for  integrating these
multidimensional factors contributes to suboptimal
treatment selection, resulting in unnecessary procedures,
increased financial burden on healthcare systems, and
compromised patient quality of life.

The emergence of predictive and prescriptive analytics in
healthcare offers transformative potential for addressing
these challenges. Predictive analytics leverages historical
data and machine learning algorithms to forecast treatment
outcomes for individual patients, while prescriptive
analytics extends this capability by recommending optimal
treatment pathways based on predicted outcomes and
defined optimization criteria. Recent advances in causal
machine learning have enabled more reliable estimation of
individualized treatment effects from both randomized
controlled trials and real-world observational data,
providing practical pathways for clinical translation
(Feuerriegel et al, 2024). Probabilistic modeling
approaches further enhance prediction pipelines by
improving calibration, quantifying uncertainty, and
addressing missing data challenges inherent in healthcare
datasets (Chen et al., 2020).

Despite these methodological advances, significant gaps
remain in translating predictive and prescriptive analytics
into operational clinical decision support systems. Key
barriers include data quality and integration challenges,
privacy and security concerns, algorithmic bias risks,
regulatory uncertainty, and the need for explainable Al
approaches that foster clinician trust and adoption (Roy et
al., 2025). Furthermore, limited evidence exists on the
practical implementation of comprehensive data
architectures—encompassing Data Lakes, Data
Warehouses, and MLOps frameworks—specifically
designed for real-time treatment optimization in specialized
clinical settings.

ALIVIUM SAS, a specialized pain management institution
in Colombia, identified critical inefficiencies in its
treatment assignment processes. Clinical observations
revealed that a substantial proportion of patients undergoing
costly and invasive medical and surgical interventions—
including percutaneous procedures and implantable pain
management devices—failed to achieve significant
symptomatic improvement. This pattern raised fundamental
questions about the efficacy of conventional treatment
selection approaches and highlighted the need for more
sophisticated, data-driven decision support mechanisms.
Detailed analysis of existing practices revealed three
primary deficiencies. First, treatment assignment protocols

inadequately considered non-medical factors such as
cultural beliefs about pain and treatment, social support
availability, family dynamics, and occupational stress
patterns, despite clinical evidence suggesting these factors
significantly modulate treatment response. Second, the
absence of advanced data management infrastructure and
analytical capabilities prevented systematic learning from
historical treatment outcomes and precluded the
development of predictive models for treatment efficacy.
Third, the lack of integration between clinical information
systems and analytical platforms resulted in fragmented
data, inconsistent documentation, and missed opportunities
for evidence-based treatment optimization.

These deficiencies manifested in tangible operational and
clinical consequences: excessive utilization of expensive
procedures with uncertain benefit, increased patient
exposure to procedural risks without commensurate
therapeutic gains, prolonged treatment pathways due to
trial-and-error approaches, and substantial financial burden
on both the institution and the healthcare system.
Addressing these challenges required a comprehensive
technological intervention integrating software
engineering, data science, and clinical domain expertise.

2. LITERATURE REVIEW AND THEORETICAL
FOUNDATIONS

2.1 Predictive and Prescriptive Analytics in Healthcare
The application of predictive and prescriptive analytics in
healthcare has evolved substantially over the past decade,
driven by advances in machine learning algorithms,
increased availability of electronic health records (EHRs),
and growing recognition of the potential for data-driven
approaches to improve clinical outcomes and operational
efficiency. Predictive analytics focuses on forecasting
future events or outcomes based on historical data patterns,
while prescriptive analytics extends this capability by
recommending specific actions to optimize defined
objectives.

Recent methodological advances have emphasized the
importance of causal inference frameworks for treatment
effect estimation. Feuerriegel et al. (2024) present causal
machine learning as a key advance for estimating
individualized treatment effects (ITE) and enabling reliable
prediction of treatment outcomes from both randomized
trials and real-world observational data. Their work
provides practical recommendations for clinical translation,
emphasizing the need for rigorous evaluation of ITE
estimation quality and assessment of treatment effect
heterogeneity across patient subgroups. This causal
perspective is essential for moving beyond correlation-
based predictions to actionable treatment recommendations
that account for counterfactual reasoning—what would
have happened under alternative treatment choices.
Probabilistic  modeling represents another critical
methodological strand. Chen et al. (2020) argue that
probabilistic machine learning improves calibration,
quantifies uncertainty, and helps address missing data
challenges in healthcare prediction pipelines. Their
framework emphasizes that point predictions alone are
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insufficient for clinical decision-making; clinicians require
well-calibrated probability estimates and uncertainty
quantification to appropriately weigh algorithmic
recommendations against clinical judgment. Probabilistic
approaches also enable principled handling of missing data
through imputation methods that propagate uncertainty
rather than treating imputed values as observed data.

The integration of reinforcement learning (RL) frameworks
for sequential treatment decisions has gained increasing
attention. Tang and Wiens (2021) evaluate model selection
pipelines for offline RL in treatment settings, demonstrating
that fitted Q evaluation (FQE) can reliably rank candidate
treatment policies, though at substantial computational cost.
Their work suggests practical two-stage selection strategies
that balance evaluation accuracy with computational
feasibility. Ye et al. (2025) extend this work by proposing
contextual model-based RL for precision rehabilitation,
illustrating how sequential decision frameworks can tailor
evolving interventions to individual recovery trajectories.
These approaches are particularly relevant for chronic pain
management, where treatment decisions unfold over time
and must adapt to patient response patterns.

Deep learning architectures have also shown promise for
treatment optimization. Mulani et al. (2025) report that
modern deep architectures, including transformer models,
improve drug-response prediction and treatment matching.
However, they caution that interpretability challenges and
regulatory constraints remain significant barriers to clinical
deployment. The tension between model performance and
interpretability represents a persistent challenge in
healthcare Al, with growing emphasis on explainable Al
(XAI) approaches that provide clinically meaningful
rationales for algorithmic recommendations.

2.2 Machine Learning for Treatment Assignment

The application of machine learning to treatment
assignment problems requires careful consideration of
several methodological challenges distinct from general
prediction tasks. Treatment assignment is fundamentally a
causal inference problem: the goal is not merely to predict
outcomes under observed treatments but to estimate what
outcomes would occur under alternative treatment options
and recommend the treatment expected to yield the best
outcome for each individual patient.

Causal ML approaches address this challenge through
various frameworks. Propensity score methods adjust for
confounding by modeling treatment assignment
mechanisms. Doubly robust methods combine outcome
modeling with propensity score weighting to achieve
consistent estimation under weaker assumptions. Meta-
learners such as S-learners, T-learners, and X-learners
provide flexible frameworks for estimating conditional
average treatment effects using arbitrary machine learning
algorithms. Causal forests extend random forests to
estimate heterogeneous treatment effects with valid
inference procedures. Feuerriegel et al. (2024) provide
comprehensive guidance on selecting and validating these
approaches for clinical applications, emphasizing the
importance of domain knowledge in specifying causal
graphs and identifying potential confounders.

The evaluation of treatment assignment models requires
metrics beyond standard classification or regression
performance measures. Individualized treatment effect
estimation quality can be assessed through precision in
estimating heterogeneous effects (PEHE) when ground
truth counterfactuals are available in simulation studies, or
through indirect measures such as policy value estimation
and subgroup analysis in real-world settings. Tang and
Wiens (2021) demonstrate that off-policy evaluation (OPE)
methods, particularly FQE, provide reliable policy ranking
for offline RL approaches, though computational costs may
necessitate pragmatic approximations in large-scale
applications.

Calibration and uncertainty quantification are particularly
critical for treatment assignment. Chen et al. (2020)
emphasize that well-calibrated probability estimates enable
cliniclans to  appropriately = weight  algorithmic
recommendations, while uncertainty quantification helps
identify cases where predictions are unreliable and
additional information or conservative treatment
approaches may be warranted. Calibration can be assessed
through reliability diagrams, expected calibration error
(ECE), and probabilistic scoring rules such as the Brier
score and log score.

The integration of medical and non-medical factors in
treatment prediction models represents an important but
underexplored area. While clinical variables such as
symptom severity, comorbidities, and treatment history are
routinely incorporated, systematic inclusion of social
determinants of health, cultural factors, and psychosocial
variables remains limited. The present study addresses this
gap by explicitly incorporating cultural, social, family, and
occupational factors alongside traditional clinical variables,
with feature importance analysis quantifying their relative
contribution to treatment outcome prediction.

2.3 Data Architecture for Clinical Al

The successful deployment of machine learning models in
clinical settings requires robust data infrastructure capable
of integrating diverse data sources, ensuring data quality
and governance, supporting model development and
deployment workflows, and maintaining security and
privacy protections. Recent literature has emphasized the
importance of comprehensive data architectures that span
the full data lifecycle from acquisition through analytics
and operational deployment.

Nandini (2025) outlines foundational architectural
components for HIPAA-compliant clinical Al platforms,
including data lakes for multimodal data ingestion, data
warehouses for structured analytical processing, real-time
streaming pipelines for operational decision support, and
modular ML workflow orchestration. The data lake
architecture provides a centralized repository for raw and
transformed data, supporting both batch and streaming
ingestion patterns while maintaining data lineage and
provenance. Data warehouses built on top of data lakes
enable efficient analytical queries and support business
intelligence and reporting requirements. The separation of
operational (OLTP) and analytical (OLAP) data stores is a
key architectural principle, preventing analytical workloads
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from impacting operational system performance while
enabling comprehensive historical analysis.

Al-Quraishi et al. (2024) review scalable storage and
processing stacks commonly employed in healthcare big
data systems, including Hadoop Distributed File System
(HDFS) for distributed storage, Apache Spark for
distributed processing, and Apache Hive for SQL-like
querying of large datasets. They highlight data integration,
quality, and privacy as core barriers to translating analytics
into clinical practice. Data integration challenges arise from
heterogeneous data sources with varying schemas, data
quality standards, and update frequencies. Data quality
issues include missing values, inconsistent coding,
duplicate records, and temporal misalignment. Privacy
concerns require careful implementation of access controls,
encryption, de-identification, and audit logging.

Federated architectures offer an alternative approach that
addresses privacy concerns by enabling model training on
distributed datasets without centralizing sensitive data.
Raheem et al. (2025) describe a federated analytics platform
for immunotherapy patient management that preserved
privacy while achieving 70-90% accuracy in pilot treatment
recommendation and adverse event prediction tasks. Their
work demonstrates the feasibility of distributed model
building across multiple healthcare institutions while
maintaining local data governance. Bondin and Dingli
(2025) extend this work by demonstrating adaptive
federated learning for affective pain management using
real-time wearable signals, showing improved pain
tolerance and privacy-preserving personalization in a
controlled study.

The integration of EHR systems with analytical platforms
represents a critical but challenging requirement. Bennett et
al. (2012) show that EHR-derived predictive algorithms can
reach approximately 70-72% accuracy for individual
patient response prediction in routine care populations,
underscoring EHRs' value for embedded decision support.
However, they note significant implementation gaps related
to data quality, interoperability standards, and clinical
workflow integration. Modern approaches emphasize the
use of Fast Healthcare Interoperability Resources (FHIR)
standards for EHR integration, enabling standardized data
exchange while accommodating the complexity and
variability of clinical data.

2.4 Evaluation Frameworks and Metrics

Rigorous evaluation of clinical decision support systems
requires comprehensive frameworks that assess multiple
dimensions of system performance, including predictive
accuracy, calibration, clinical utility, operational
performance, and safety. The literature has increasingly
emphasized the need for evaluation approaches that go
beyond standard machine learning metrics to address the
specific requirements and constraints of clinical
deployment.

For predictive models, standard classification metrics
including accuracy, precision, recall, F1-score, specificity,
and area under the receiver operating characteristic curve
(AUC-ROC) provide baseline performance assessment.
However, these metrics must be interpreted in the context

of clinical decision thresholds, class imbalance, and the
relative costs of false positives versus false negatives.
Feuerriegel et al. (2024) recommend evaluating ITE
estimation quality and subgroup heterogeneity as central
outcomes when assessing causal ML for treatment
prediction, as these metrics directly reflect the model's
ability to support personalized treatment decisions.
Calibration assessment is critical for ensuring that predicted
probabilities accurately reflect true outcome frequencies.
Chen et al. (2020) emphasize calibration curves, expected
calibration error, and probabilistic scoring rules as essential
evaluation metrics. Well-calibrated models enable
clinicians to appropriately interpret probability estimates
and make informed decisions about treatment selection and
risk communication with patients. Calibration can degrade
over time due to distribution shift, necessitating continuous
monitoring and recalibration in deployed systems.

For reinforcement learning approaches to treatment
optimization, off-policy evaluation methods enable
assessment of candidate policies using historical data
without requiring costly and potentially risky online
experimentation. Tang and Wiens (2021) demonstrate that
FQE provides consistent policy ranking, though
computational costs may be prohibitive for large state and
action spaces. Alternative OPE methods including inverse
propensity scoring, doubly robust estimation, and model-
based approaches offer different trade-offs between bias,
variance, and computational requirements.

Clinical plausibility and alignment with expert judgment
represent important but often overlooked evaluation
dimensions. Gazola et al. (2025) propose a Clinician Turing
Test protocol to assess whether Al recommendations are
indistinguishable from clinician decisions, providing a
preclinical safety and appropriateness signal prior to
deployment. This approach complements quantitative
performance metrics by directly assessing whether
algorithmic recommendations align with clinical reasoning
patterns and domain expertise.

System-level evaluation must address operational
performance, including response time, throughput,
availability, and scalability. For real-time decision support
systems, response time requirements are typically stringent,
with sub-second latency often necessary to avoid disrupting
clinical workflows. Throughput and scalability assessments
ensure the system can handle peak loads and accommodate
institutional growth. Data quality metrics including
completeness, accuracy, consistency, and timeliness
provide ongoing assurance that the system operates on
reliable data inputs.

2.5 Challenges and Governance

Despite substantial progress in healthcare Al, significant
challenges remain in translating research advances into
safe, effective, and equitable clinical deployment. Recent
literature has identified several persistent barriers and
proposed governance frameworks to address them.
Algorithmic bias represents a critical concern, with
potential for Al systems to perpetuate or amplify existing
healthcare disparities. Feuerriegel et al. (2024) and Roy et
al. (2025) note that bias can arise from multiple sources
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including unrepresentative training data, proxy variables
that correlate with protected attributes, and optimization
objectives that fail to account for fairness considerations.
Mitigation strategies include diverse and representative
data collection, fairness-aware learning algorithms,
subgroup performance monitoring, and ongoing bias audits.
However, defining appropriate fairness criteria in
healthcare contexts remains challenging, as different
fairness definitions (e.g., demographic parity, equalized
odds, calibration across groups) may conflict and have
different clinical implications.

Data quality and missingness pose fundamental challenges
for healthcare Al. Chen et al. (2020) and Al-Quraishi et al.
(2024) identify calibration drift, missing data, and variable
data provenance as frequent failure modes requiring
probabilistic treatment and continuous monitoring. Missing
data mechanisms in healthcare are often not missing at
random (NMAR), with missingness patterns that correlate
with patient severity and outcomes. Principled handling of
missing data through multiple imputation, probabilistic
models, or missingness-aware algorithms is essential for
avoiding biased predictions. Privacy and security concerns
are particularly acute in healthcare given the sensitivity of
medical data and stringent regulatory requirements
including HIPAA in the United States and GDPR in Europe.
Raheem et al. (2025) and Bondin and Dingli (2025)
demonstrate that federated learning approaches can
mitigate privacy risks by enabling model training without
centralizing sensitive data. However, federated approaches
introduce additional complexity in model governance,
quality assurance, and debugging. Differential privacy
techniques offer formal privacy guarantees but may degrade
model performance, requiring careful calibration of
privacy-utility trade-offs.

Regulatory uncertainty remains a significant barrier to
clinical Al deployment. Medical Al systems may be
classified as medical devices subject to regulatory approval
processes, but regulatory frameworks are still evolving and
vary across jurisdictions. The lack of clear guidance on
validation requirements, post-market surveillance, and
liability allocation creates uncertainty for developers and
healthcare institutions. Recent initiatives including the
FDA's proposed regulatory framework for AI/ML-based
software as a medical device aim to provide clearer
pathways while accommodating the unique characteristics
of continuously learning systems. Governance frameworks
and best practices are emerging to address these challenges.
Nandini (2025) synthesizes platform-level
recommendations including enforcing data provenance and
lineage tracking, implementing role-based access controls,
ensuring model explainability, using synthetic data for
sharing and testing, and deploying automated data quality
monitoring. Berchialla et al. (2022) and Bennett et al.
(2012) argue that integrating ML with evidence from
randomized controlled trials and observational studies
requires multidisciplinary collaboration and transparent
reporting to bridge research and practice. Standardized
reporting guidelines such as TRIPOD-AI for prediction
models and CONSORT-ALI for clinical trials involving Al

interventions are being developed to improve transparency
and reproducibility.

3. METHODOLOGY
3.1 System Development Approach
The development of the ALIVIUM treatment optimization
system followed a hybrid methodology that evolved from
an initial Waterfall approach to Agile practices as the
project matured and requirements became more dynamic.
This methodological evolution reflects best practices in
healthcare software development, where initial phases
benefit from structured planning and requirements
definition, while later phases require iterative refinement
based on clinical feedback and emerging technical insights.
3.1.1 Project Phases and Timeline
The project was structured into seven distinct phases
spanning 20 months, as detailed in Table 5. Phase 1
(Planning and Definition, 2 months) established project
scope, identified required resources including human talent
(programmers, data analysts, medical collaborators) and
technological infrastructure (hardware, software, database
systems, virtual collaboration tools), and evaluated data
availability and quality. This phase employed virtual
meetings and collaborative digital tools to define clear
objectives and success criteria, establishing a solid
foundation for subsequent development stages.

Table 1. Project Phases.

Phas | Descripti | Duratio | Key Status
e on n Deliverabl
(Month | es
s)
Phas | Planning & | 2 Project Complet
el Definition scope, ed
resource
plan
Phas | Data 3 Questionnair | Complet
e Collection e, ed
& normalized
Preparation database
Phas | Software 4 Frontend, Complet
el Developme backend, ed
nt OLTP
database
Phas | Data 3 Data Lake, | Complet
e4 System Data ed
Architectur Warehouse
e
Phas | Model 5 Trained ML | Complet
es Developme models, ed
nt & validation
Training results
Phas | Deploymen | 3 Deployed In
e6 t & microservice | Progress
Integration S, API
integration
Phas | Evaluation | Ongoing | Performance | In
e’7 & reports, Progress
Monitoring feedback
system
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Phase 2 (Data Collection and Preparation, 3 months)
focused on designing and developing the Brief Pain
Inventory questionnaire, creating a scalable database
architecture, loading and normalizing historical patient
data, and parameterizing data based on previous studies and
model requirements. This phase addressed critical data
quality challenges through systematic standardization of
medical terminology, structuring of unstructured data, and
creation of consistent labels for relevant variables.
Multidisciplinary collaboration between data scientists,
physicians, and healthcare professionals ensured that data
standardization accurately reflected medical and clinical
context.

Phase 3 (Software Development, 4 months) implemented
the frontend and backend components of the operational
software system, including user interface design,
authentication systems, questionnaire integration, and
OLTP database implementation. Phase 4 (Data System
Architecture, 3 months) established the analytical data
infrastructure including Data Lake, Data Warehouse, and
data governance frameworks. Phase 5 (Model Development
and Training, 5 months) focused on machine learning model
development, training, validation, and hyperparameter
optimization. Phase 6 (Deployment and Integration, 3
months) deployed trained models as microservices and
integrated them with the operational software through
RESTful APIs. Phase 7 (Evaluation and Monitoring,
ongoing) implements continuous performance monitoring,
feedback collection, and iterative refinement.

Phase 1: Planning & Definition Phase 2: Data Collection
o

+ Scope défintion + Questionnare design
+ Resource identification + Databiase exploration
+ Objective abgment « Dataset acqusition
J
Phase 3: Software Development Phase 4: Data System
+ Frontend (ReactiAnguiar) + Data Lake (Rav data)
+ Backend (RESTRuI APY) + Data Warehousing
+ Authentication & Securty + Extemal ntegration

Phase 5: ML Model Development

+ Feature engineering & selection
 MGBoost,
+ Crossalidation & tuning

. Feedback
Loop

+ Microservices archRecture
+ AP andor RESTFUll backend
+ Qoud securty (50 27001

Phase 7: Evaluation & Monitoring

+ Performance metrics (Precision, Recall F1 AUCROC)
+ Rk assessment nnmmemne
» Continuous monitring & feedback loop

Figure 1. Methodology Framework for Treatment
Assignment System.

Methodology flowchart showing seven development
phases from planning through evaluation, with feedback

loops enabling continuous improvement. The iterative
nature of later phases reflects the transition from Waterfall
to Agile methodologies.

3.1.2 Development Methodologies and Practices

The project incorporated several advanced software
engineering and data science practices to ensure system
quality, security, and maintainability. Test-Driven
Development (TDD) was employed throughout software
development, with functional tests written prior to
implementation code. This approach ensured code quality
and early problem identification, which is critical for
systems supporting patient health decisions. The TDD cycle
of writing failing tests, implementing minimal code to pass
tests, and refactoring for quality was applied consistently
across frontend, backend, and API development.
DevSecOps practices integrated security considerations at
every stage of development and operations. Security
measures included input validation to prevent SQL
injection attacks, token-based authentication with secure
session management, password encryption using industry-
standard algorithms, role-based access controls limiting
data access to authorized personnel, and encryption of data
at rest and in transit using AES-256 encryption. The system
adheres to ISO 27001 information security standards and
addresses vulnerabilities identified in the OWASP Top 10
security risks. Regular security audits and penetration
testing were conducted to identify and remediate potential
vulnerabilities.

MLOps practices managed the complete lifecycle of
machine learning models from development through
deployment and continuous monitoring. The MLOps
pipeline included version control for data, code, and models
using Git and DVC (Data Version Control), automated
training pipelines with hyperparameter tracking using
ML flow, model validation and testing frameworks ensuring
models meet performance thresholds before deployment,
containerization of models using Docker for consistent
deployment environments, continuous integration and
continuous delivery (CI/CD) pipelines automating testing
and deployment, and monitoring dashboards tracking
model performance, data drift, and system health in
production.

Infrastructure as Code (IaC) principles were applied to
manage cloud infrastructure efficiently and reproducibly.
Infrastructure configurations were defined in declarative
code using Terraform, enabling version control, automated
provisioning, and consistent environments across
development, staging, and production. This approach
facilitated rapid scaling and disaster recovery while
reducing configuration drift and manual errors.

3.1.3 Data Governance Framework

Robust data governance was established as a foundational
requirement given the sensitivity of medical data and the
critical importance of data quality for model performance
and patient safety. The governance framework
encompassed several key components:

Data Quality Standards: Comprehensive data quality rules
were defined covering completeness (minimum required
fields for each data type), accuracy (validation rules and
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acceptable value ranges), consistency (standardized coding
and terminology), timeliness (maximum acceptable data
age for different use cases), and validity (conformance to
defined schemas and business rules). Automated data
quality checks were implemented at ingestion,
transformation, and consumption stages, with quality
metrics tracked over time and quality issues triggering
alerts for remediation.

Data Contracts: Formal data contracts were established
defining the structure, semantics, and quality expectations
for data exchanged between system components. Data
contracts specified schema definitions including field
names, data types, and constraints, semantic definitions
clarifying the meaning and appropriate use of each field,
quality expectations including completeness and accuracy
thresholds, update frequency and latency requirements, and
ownership and stewardship responsibilities. These contracts
facilitated  consistent data  interpretation  across
multidisciplinary teams and enabled early detection of
contract violations.

Metadata Management: Comprehensive metadata was
maintained for all data assets, including technical metadata
(schemas, data types, storage locations), business metadata
(definitions, business rules, ownership), operational
metadata (lineage, refresh schedules, quality metrics), and
usage  metadata  (access  patterns, downstream
dependencies). A centralized metadata repository enabled
data discovery, impact analysis, and governance reporting.
Data Lineage and Provenance: Complete data lineage was
tracked from source systems through transformations to
analytical outputs and model predictions. Lineage tracking
enabled impact analysis when source data changes, root
cause analysis when data quality issues arise, and audit
trails for regulatory compliance. Provenance information
documented the origin, ownership, and transformation
history of each data element.

3.2 Software Architecture Design

The system architecture was designed as a two-service
interoperable system comprising a software service for
operational workflows and a data system for analytics and
machine learning. This separation of concerns enables
independent scaling, optimization, and evolution of
operational and analytical components while maintaining
clear interfaces and data contracts between them.

3.2.1 Software Service Architecture

The software service implements a modular monolith
architecture, providing faster initial development compared
to microservices while maintaining modularity for future
evolution. The architecture consists of three primary layers:
Presentation Layer (Frontend): The frontend provides a
responsive, accessible user interface for medical
professionals and patients. Key features include:
Integration of Brief Pain Inventory questionnaire with
logical organization and real-time validation to prevent data
capture errors

Secure authentication system with unique credentials for
doctors and patients, implementing role-based access
controls

Responsive design adapting to various devices (computers,
tablets, mobile phones) following accessibility principles
for inclusivity

Intuitive  navigation between sections including
questionnaire completion, results review, and personal
settings

Visual indicators and contextual help messages guiding
users through workflows

The frontend was developed using modern web
technologies including React for component-based UI
development, Redux for state management, and Material-
Ul for consistent, accessible design components.
Progressive Web App (PWA) capabilities enable offline
functionality and mobile installation.

Business Logic Layer (Backend): The backend implements
core business logic, orchestrates workflows, and manages
interactions between the frontend and data persistence
layer. Key components include:

RESTful APIs following REST architectural principles for
clear, consistent integration

Authentication and authorization services validating
credentials, generating secure session tokens, and enforcing
access controls

Questionnaire management services retrieving questions,
processing responses, and saving data to the database
Results consultation services executing queries and
delivering formatted data to the frontend

Treatment recommendation services interfacing with ML
model APIs to retrieve predictions and format
recommendations for clinical presentation

The backend was developed using Node.js with Express
framework, providing high performance for 1/O-bound
operations typical in healthcare applications. The modular
structure enables independent testing, deployment, and
evolution of individual components.

Data Persistence Layer (OLTP Database): The operational
database stores transactional data supporting day-to-day
clinical workflows. The database schema includes five
inter-related tables:

Users: Basic registered user
credentials and contact details
User Types: User categories (patients,
administrators) defining role-based permissions
Patients:  Specific  patient information
demographics, medical history, and clinical notes
Questionnaires: Pain assessment form data including
responses to Brief Pain Inventory questions

Results: Analysis results, treatment recommendations, and
outcome tracking

Well-defined relationships between tables prevent data
redundancy and ensure referential integrity. The database
was implemented using PostgreSQL, providing ACID
compliance, robust query optimization, and support for
complex analytical queries when needed.

3.2.2 Data System Architecture

The data system implements a modern data platform
architecture supporting the full analytics and machine
learning lifecycle. The architecture comprises several key
components:

information including
physicians,

including
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Data Lake: The Data Lake serves as a centralized repository
for raw and transformed data from multiple sources. Data
from operational software transactions is sent to the Data
Lake via event streaming, initially stored as raw data
preserving original formats and structures. The Data Lake
also ingests data from external sources including public
health databases, research datasets, and partner institutions.
Key architectural features include:

Scalable distributed storage supporting petabyte-scale data
volumes

Schema-on-read approach enabling flexible
exploration without upfront schema definition
Metadata management tracking data lineage, quality, and
usage

Distributed processing capabilities using Apache Spark for
large-scale transformations

Robust security and access controls
encryption, authentication, and audit logging
Data Warehouse: The Data Warehouse provides structured,
optimized storage for analytical queries and business
intelligence. Data from the Data Lake undergoes
transformation, cleaning, and integration before loading
into the Data Warehouse. The Data Warehouse schema
follows a star schema design with fact tables storing
treatment events and outcomes, and dimension tables
storing patient demographics, treatment types, and temporal
dimensions. This design optimizes query performance for
common analytical patterns including treatment outcome
analysis, patient cohort identification, and trend analysis
over time.

ML Development Environment: Data scientists access
curated datasets from the Data Warehouse through a
dedicated ML development environment. This environment
provides:

Jupyter notebooks for interactive data exploration and
model development

Access to ML libraries including scikit-learn, XGBoost,
TensorFlow, and PyTorch

Experiment tracking using MLflow to log parameters,
metrics, and artifacts
Hyperparameter optimization
Optuna and Ray Tune

Model validation frameworks ensuring models meet
performance and fairness criteria before deployment
Model Deployment Infrastructure: Trained models are
deployed as microservices to production, enabling real-time
predictions at the point of care. The deployment
infrastructure includes:

Containerized model serving using Docker and Kubernetes
for scalability and reliability
RESTful APIs exposing model
operational software backend
Model versioning enabling A/B testing and gradual rollout
of new models

Monitoring and logging tracking prediction latency,
throughput, and model performance metrics

Automated retraining pipelines detecting data drift and
triggering model updates when performance degrades

data

implementing

frameworks including

predictions to the

System Architecture: Two-Service Interoperable Design
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Figure 2. System architecture diagram.

As can be seen in Figure 2, System architecture diagram
illustrates the two-service interoperable design. The
software service (left) handles operational workflows
through frontend, backend, and OLTP database layers. The
data system (right) supports analytics and ML through Data
Lake, Data Warehouse, ML development environment, and
model deployment infrastructure. Clear APIs and data
contracts enable interoperability while maintaining
separation of concerns.

3.3 Data Management and Governance

3.3.1 Data Collection and Integration

Data collection occurred through multiple channels to
support comprehensive patient profiling. Primary data
collection utilized the Brief Pain Inventory questionnaire
integrated into the frontend interface, capturing pain
intensity, pain interference with daily activities, current
medications, and treatment history. The questionnaire
design balanced comprehensiveness with patient burden,
requiring approximately 10-15 minutes to complete. Real-
time validation prevented common data entry errors and
ensured completeness of required fields.

Secondary data integration incorporated existing electronic
health records (EHR) from ALIVIUM's clinical information
system. EHR data included demographics, medical history,
comorbidities, previous treatments, and clinical outcomes.
Integration with the EHR system was implemented using
HL7 FHIR standards, enabling standardized data exchange
while accommodating the complexity of clinical data. Data
mapping and transformation logic converted EHR data
formats to the standardized schema defined in data
contracts.
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Tertiary data sources included external databases providing
contextual information. Socioeconomic indicators were
obtained from national statistical databases, enabling
incorporation of neighborhood-level social determinants of
health. Clinical guidelines and treatment protocols from
medical literature informed feature engineering and model
development. However, all external data integration
respected patient privacy, with no patient-identifiable
information shared outside the institution.

3.3.2 Data Preprocessing and Standardization

Historical patient data required substantial preprocessing to
address quality issues and ensure consistency. Key
preprocessing steps included:

Medical Terminology Standardization: Clinical notes and
diagnosis codes were standardized using SNOMED CT
(Systematized Nomenclature of Medicine Clinical Terms)
for clinical concepts and ICD-10 (International
Classification of Diseases, 10th Revision) for diagnoses.
Medication names were standardized using RxNorm. This
standardization enabled consistent interpretation of clinical
concepts across different time periods and data sources.
Missing Data Handling: Missing data patterns were
analyzed to distinguish between missing completely at
random (MCAR), missing at random (MAR), and not
missing at random (NMAR) mechanisms. For MCAR and
MAR patterns, multiple imputation using chained equations
(MICE) was employed to generate plausible values while
preserving uncertainty. For NMAR patterns, missingness
indicators were included as features to enable models to
learn associations between missingness and outcomes.
Outlier Detection and Treatment: Statistical outlier
detection methods including interquartile range (IQR) and
isolation forests identified potential data entry errors and
physiologically implausible values. Suspected errors were
flagged for clinical review, with corrections made when
documentation supported alternative values. Legitimate
extreme values were retained but flagged to ensure models
did not overfit to rare cases.

Feature Engineering: Domain-informed feature engineering
created derived variables capturing clinically relevant
concepts. Examples included pain duration categories,
treatment escalation indicators, comorbidity burden scores,
and temporal features capturing seasonality and trends.
Feature engineering was conducted in collaboration with
clinical domain experts to ensure clinical validity and
interpretability.

3.3.3 Data Augmentation Strategy

Limited availability of historical labeled data posed a
significant challenge for model training. The initial dataset
comprised 1,165 patient records with complete treatment
outcomes, which was insufficient for training complex
models while maintaining adequate validation and test sets.
To address this limitation, a systematic data augmentation
strategy was implemented combining three complementary
techniques:

Linear Interpolation (850 samples generated): Linear
interpolation generated synthetic samples by creating
weighted combinations of existing samples within the same
outcome class. For each pair of samples with the same

treatment outcome, new samples were generated at
interpolation weights of 0.25, 0.5, and 0.75. This technique
increased sample diversity while maintaining realistic
feature relationships. Linear interpolation improved class
balance by 12.3% and achieved a data quality score of
0.912.

Gaussian Noise Injection (720 samples generated):
Gaussian noise with carefully calibrated variance was
added to continuous features of existing samples to create
perturbed versions. Noise levels were set to 5-10% of
feature standard deviations, sufficient to increase sample
diversity without creating physiologically implausible
values. Categorical features were not perturbed. This
technique generated 720 additional samples, improving
class balance by 8.7% with a data quality score of 0.898.
Fixed Algorithm (1,115 samples generated): A domain-
informed rule-based algorithm generated synthetic samples
based on clinical knowledge of typical patient profiles and
treatment response patterns. The algorithm defined
prototypical patient profiles for different treatment response
categories and generated variations around these prototypes
by sampling from empirically estimated feature
distributions. This technique generated 1,115 samples,
improving class balance by 15.2% with a data quality score
0f 0.925, the highest among augmentation techniques.

The combined augmentation strategy increased the total
dataset to 3,850 samples, a 230% increase over the original
data. Overall class balance improved by 36.2%,
substantially reducing class imbalance that could bias
model training. The aggregate data quality score of 0.918
indicated that augmented data maintained high quality and
clinical plausibility. Importantly, augmented samples were
used only for model training; validation and test sets
comprised exclusively original, non-augmented data to
ensure unbiased performance evaluation.

3.4 Machine Learning Model Development

3.4.1 Model Selection and Training

Five machine learning algorithms were selected to provide
diverse modeling approaches with different inductive
biases, enabling ensemble methods and comparative
evaluation:

Logistic Regression: Logistic regression served as a
baseline linear model, providing interpretable coefficients
and well-calibrated probability estimates. L2 regularization
was applied to prevent overfitting, with regularization
strength selected via cross-validation. Despite its simplicity,
logistic regression provides a strong baseline for many
clinical prediction tasks and offers maximal interpretability.
Random Forest: Random Forest, an ensemble of decision
trees trained on bootstrap samples with random feature
subsets, provides robust performance across diverse data
characteristics and automatic feature interaction detection.
Hyperparameters including number of trees (100-500),
maximum tree depth (5-20), minimum samples per leaf (5-
20), and maximum features per split were optimized via
grid search with 5-fold cross-validation. Random Forest's
feature importance measures provided insights into variable
relevance.

IJDDT, Volume 16 Issue 1s, 2026

Page: 972



Predictive and Prescriptive Analytics for Medical Treatment Assignment: A Data-Driven System for Pain Management Optimization
at ALIVIUM SAS

XGBoost:  XGBoost (Extreme Gradient Boosting)
implements gradient boosting with regularization,
providing state-of-the-art performance on structured data.
XGBoost's advantages include handling of missing values,
built-in regularization preventing overfitting, and efficient
parallel computation. Hyperparameters including learning
rate (0.01-0.3), maximum depth (3-10), subsample ratio
(0.6-1.0), and regularization parameters (lambda, alpha)
were optimized using Bayesian optimization with 100
iterations.

Neural Network: A feedforward neural network with two
hidden layers provided capacity for learning complex
nonlinear relationships. The architecture comprised an
input layer matching feature dimensionality, two hidden
layers with 128 and 64 neurons respectively using ReLU
activation, dropout layers (rate 0.3) for regularization, and
an output layer with sigmoid activation for binary
classification. The network was trained using Adam
optimizer with learning rate 0.001, batch size 32, and early
stopping based on validation loss.

Ensemble Model: An ensemble model combined
predictions from all four base models using weighted
averaging, with weights optimized on the validation set to
maximize AUC-ROC. Ensemble methods typically
improve performance by combining diverse models that
make different types of errors, and they often provide better
calibration than individual models.

3.4.2 Training Procedure and Validation

The dataset was split into training (70%, 2,695 samples),
validation (15%, 578 samples), and test (15%, 577 samples)
sets using stratified sampling to maintain class balance
across splits. Critically, only the training set included
augmented data; validation and test sets comprised
exclusively original samples to ensure unbiased evaluation.
Model training followed a systematic procedure:
Preprocessing: Feature scaling using standardization (zero
mean, unit variance) for continuous features; one-hot
encoding for categorical features

Hyperparameter Optimization: Grid search or Bayesian
optimization on training set with 5-fold cross-validation
Model Training: Training on full training set using optimal
hyperparameters

Validation: Performance evaluation on validation set;
iterative refinement if performance was inadequate

Final Evaluation: Performance assessment on held-out test
set

Cross-validation during hyperparameter optimization used
stratified 5-fold splits, ensuring each fold maintained class
balance. Performance metrics were averaged across folds to
estimate expected performance and quantify uncertainty.
Models were selected based on validation set AUC-ROC,
with secondary consideration of calibration and
computational efficiency.

3.4.3 Feature Importance Analysis

Feature importance was assessed using multiple
complementary methods to ensure robust identification of
relevant predictors:

Tree-Based Importance: Random Forest and XGBoost
provide built-in feature importance measures based on the

total reduction in impurity (Gini importance) or gain
attributable to each feature across all trees. These measures
were normalized to sum to 1.0 and averaged across models.
Permutation Importance: Permutation importance was
computed by randomly shuffling each feature and
measuring the resulting decrease in model performance
(AUC-ROC). Features whose permutation substantially
degrades performance are considered important. This
method is model-agnostic and accounts for feature
interactions.

SHAP Values: SHapley Additive exPlanations (SHAP)
values provide a unified measure of feature importance
based on game-theoretic principles, quantifying each
feature's contribution to individual predictions. SHAP
values were computed for the XGBoost and Neural
Network models and aggregated across the test set to obtain
global feature importance rankings.

Feature importance rankings were highly consistent across
methods, providing confidence in the identified key
predictors. The top eight features and their importance
scores are reported in Table 2.

Table 2. Top eight features and their importance scores

Ran | Feature Importa | Category | Data

k nce Score Source

1 Pain 0.185 Clinical Questionn
Intensity aire
Score

2 Treatment | 0.162 Clinical EHR
History

3 Comorbidit | 0.148 Clinical EHR
ies

4 Social 0.125 Non- Questionn
Factors Medical aire

5 Labor 0.118 Non- Questionn
Factors Medical aire

6 Medication | 0.102 Clinical EHR
Use

7 Age 0.088 Demograp | Registratio

hic n

8 Cultural 0.072 Non- Questionn

Factors Medical aire

3.5 Evaluation Metrics and Validation

3.5.1 Model Performance Metrics

Model performance was evaluated using a comprehensive
set of classification metrics:

Accuracy: Proportion of correct predictions (both true
positives and true negatives) among all predictions. While
accuracy provides an overall performance measure, it can
be misleading in the presence of class imbalance.
Precision: Proportion of true positive predictions among all
positive predictions. High precision indicates low false
positive rate, important when positive predictions trigger
costly or risky interventions.

Recall (Sensitivity): Proportion of true positives correctly
identified among all actual positives. High recall indicates
low false negative rate, important when missing positive
cases has serious consequences.
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F1-Score: Harmonic mean of precision and recall,
providing a balanced measure that accounts for both false
positives and false negatives.

Specificity: Proportion of true negatives correctly identified
among all actual negatives. High specificity indicates low
false positive rate from the negative class perspective.
AUC-ROC: Area under the receiver operating characteristic
curve, measuring the model's ability to discriminate
between classes across all classification thresholds. AUC-
ROC is threshold-independent and robust to class
imbalance.

3.5.2 System Performance Metrics

System-level performance was evaluated across multiple
dimensions:

Response Time Metrics: Average API response time,
database query time, and model prediction time were
measured under typical load conditions. Response time
requirements were defined based on clinical workflow
analysis, with targets set to avoid disrupting clinical
processes.

Throughput Metrics: Concurrent user capacity and requests
per second were measured under load testing, simulating
peak usage scenarios. Throughput targets were set based on
institutional size and expected growth.

Data Quality Metrics: Data completeness, accuracy, and
consistency were continuously monitored. Completeness
measured the proportion of required fields populated;
accuracy measured conformance to validation rules;
consistency measured agreement across redundant data
elements.

Security Metrics: Authentication success rate, encryption
compliance, and security audit findings were tracked.
Security metrics ensured ongoing compliance with ISO
27001 standards and OWASP guidelines.

3.5.3 Clinical Validation

Clinical validation involved retrospective evaluation on
historical cases and prospective pilot testing with clinician
feedback. Retrospective validation assessed whether model
recommendations aligned with actual treatment decisions
and outcomes for historical cases. Discrepancies were
reviewed by clinical experts to determine whether they
represented model errors or opportunities for improved
decision-making.

Prospective pilot testing involved presenting model
recommendations to clinicians for a subset of new cases and
collecting feedback on recommendation appropriateness,
clarity, and clinical utility. Clinician feedback informed
iterative refinement of recommendation presentation and
explanation. The Clinician Turing Test protocol proposed
by Gazola et al. (2025) was adapted to assess whether
model recommendations were indistinguishable from
expert clinician recommendations, providing a preclinical
safety signal.

4. RESULTS

4.1 System Architecture Implementation

The two-service interoperable system was successfully
implemented and deployed to production. The software
service, comprising frontend, backend, and OLTP database

components, supports operational clinical workflows
including patient registration, questionnaire administration,
and results review. The frontend interface achieved high
usability scores in user testing, with medical professionals
reporting intuitive navigation and efficient workflow
integration. The responsive design successfully adapted to
various devices, with 35% of usage occurring on tablets and
15% on mobile phones.

The data system, comprising Data Lake, Data Warehouse,
and ML deployment infrastructure, successfully integrated
data from multiple sources and supported the full analytics
lifecycle. The Data Lake ingested an average of 50,000
records per day from operational transactions and external
sources, with data quality monitoring detecting and
flagging quality issues in real-time. The Data Warehouse
supported analytical queries with sub-second response
times for common query patterns, enabling interactive data
exploration and business intelligence reporting.

Model deployment as microservices achieved production-
grade reliability and performance. The containerized
deployment using Docker and Kubernetes enabled
automatic scaling based on load, with the system
successfully handling peak loads of 1,250 requests per
second. Model versioning and A/B testing infrastructure
enabled safe deployment of model updates with gradual
rollout and automated rollback if performance degraded.
Figure 2 illustrates the implemented system architecture,
showing clear separation between operational and
analytical components while maintaining interoperability
through well-defined APIs and data contracts. This
architecture has proven scalable, maintainable, and
adaptable to evolving requirements.

4.2 Model Performance Evaluation

All five machine learning models achieved strong
performance on the held-out test set, with the Ensemble
model demonstrating superior performance across all
metrics. Table 3 presents comprehensive performance
metrics for all models.

Table 3. Model Performance Comparison

Model | Accur | Preci | Rec | F1- | Specifi | AU
acy sion all Sco | city C-
re RO
C

Logisti | 0.842 0.835 0.82 | 0.83 | 0.851 0.87

c 8 1 6

Regres

sion

Rando | 0.891 0.886 0.89 | 0.88 | 0.888 0.90

m 3 9 5

Forest

XGBo | 0913 0.902 0.91 | 0.91 | 0.899 0.91

ost 8 8

Neural | 0.887 0.881 0.88 | 0.88 | 0.889 0.90

Netwo 5 3 2

rk

Ensem | 0.921 0.915 | 0.92 | 091 | 0.918 0.93

ble 3 9 5

Model
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The Ensemble model achieved 92.1% accuracy, 91.5%
precision, 92.3% recall, 91.9% F1-score, 91.8% specificity,
and 0.935 AUC-ROC. These results indicate excellent
discriminative ability and balanced performance across
both positive and negative classes. The high precision
(91.5%) indicates that when the model predicts a treatment
will be effective, it is correct 91.5% of the time, minimizing
unnecessary treatment recommendations. The high recall
(92.3%) indicates that the model successfully identifies
92.3% of cases where treatment would be effective,
minimizing missed opportunities for beneficial treatment.

XGBoost achieved the second-best performance with
91.3% accuracy and 0.918 AUC-ROC, demonstrating the
effectiveness of gradient boosting for this prediction task.
Random Forest and Neural Network achieved comparable
performance (89.1% and 88.7% accuracy respectively),
both substantially outperforming the Logistic Regression
baseline (84.2% accuracy). The strong performance of the
simple Logistic Regression model (AUC-ROC 0.876)
suggests that linear relationships capture substantial
predictive signal, though nonlinear models provide

meaningful additional performance gains.
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Figure 3. Predictive Model Performance Metrics
Figure 3. Model performance visualization showing (A)
confusion matrix for the Ensemble model on the test set, (B)
ROC curves for all five models with AUC values, (C)
performance metrics comparison across models, and (D)
model comparison across all evaluation metrics. The
Ensemble model demonstrates superior performance across
all metrics, with particularly strong discrimination ability
(AUC-ROC = 0.935).

Calibration analysis revealed that all models were
reasonably well-calibrated, with predicted probabilities
closely matching observed outcome frequencies. The
Ensemble model showed the best calibration, with expected
calibration error (ECE) of 0.042, indicating that predicted
probabilities deviate from true frequencies by an average of
4.2 percentage points. This level of calibration is acceptable
for clinical decision support, though ongoing monitoring
and recalibration will be necessary as the model is applied
to new patient populations.

4.3 Data Augmentation Outcomes

The data augmentation strategy successfully expanded the
training dataset from 1,165 to 3,850 samples, a 230%
increase. Table 4 presents detailed outcomes for each
augmentation technique.

Table 4. Data Augmentation Results

Techniq | Sample | Class Data | Contribu
ue s Balance Quali | tion (%)
Genera | Improve | ty
ted ment Score
Original 1165 Baseline 0.945 | 30.3
Data
Linear 850 +12.3% 0.912 | 22.1
Interpola
tion
Gaussian | 720 +8.7% 0.898 | 18.7
Noise
Fixed 1115 +15.2% 0.925 | 29.0
Algorith
m
Total 3850 +36.2% 0.918 | 100.0
Augment
ed

The Fixed Algorithm technique generated the most samples
(1,115) and achieved the highest data quality score (0.925),
reflecting its grounding in clinical domain knowledge.
Linear Interpolation generated 850 samples with a quality
score of 0.912, providing a good balance between sample
diversity and quality. Gaussian Noise generated 720
samples with a quality score of 0.898, the lowest among
techniques but still acceptable for training purposes.
Overall class balance improved by 36.2%, substantially
reducing the class imbalance present in the original data
(60% positive class, 40% negative class) to a more balanced
distribution  (52%  positive, 48% negative). This
improvement in class balance contributed to better model
performance, particularly for the minority class.

The aggregate data quality score of 0.918 indicates that
augmented data maintained high quality and clinical
plausibility. Quality assessment involved multiple
dimensions  including feature = value plausibility
(conformance to expected ranges and distributions), feature
correlation preservation (maintenance of known clinical
relationships), and expert review of randomly sampled
augmented cases. No systematic quality issues were
identified that would compromise model training. Ablation
studies assessed the contribution of data augmentation to
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model performance. Models trained on original data only
(1,165 samples) achieved 5-8 percentage points lower
accuracy and 0.04-0.06 lower AUC-ROC compared to
models trained on augmented data (3,850 samples). This
substantial performance gain validates the data
augmentation strategy and demonstrates its importance for
achieving production-grade model performance with
limited historical data.

4.4 Feature Importance Analysis
Feature importance analysis revealed that both clinical and
non-medical factors contribute significantly to treatment
outcome prediction, validating the holistic patient
assessment approach. Table 5 presents the top eight features
ranked by importance score.

Table S. Feature Importance Rankings

Ran | Feature Importa | Category | Data

k nce Score Source

1 Pain 0.185 Clinical Questionn
Intensity aire
Score

2 Treatment 0.162 Clinical EHR
History

3 Comorbidit | 0.148 Clinical EHR
ies

4 Social 0.125 Non- Questionn
Factors Medical aire

5 Labor 0.118 Non- Questionn
Factors Medical aire

6 Medication | 0.102 Clinical EHR
Use

7 Age 0.088 Demograp | Registratio

hic n

8 Cultural 0.072 Non- Questionn

Factors Medical aire

Pain Intensity Score emerged as the most important
predictor (importance score 0.185), consistent with clinical
expectations that baseline pain severity strongly influences
treatment response. Treatment History ranked second
(0.162), reflecting the importance of prior treatment
experiences and response patterns for predicting future
treatment efficacy. Comorbidities ranked third (0.148),
capturing the impact of concurrent medical conditions on
treatment response and tolerance. Notably, non-medical
factors collectively contributed 31.5% of total importance
(Social Factors 12.5%, Labor Factors 11.8%, Cultural
Factors 7.2%). This substantial contribution validates the
project's emphasis on incorporating non-medical factors
into treatment prediction. Social Factors, capturing social
support availability and social determinants of health,
ranked fourth overall. Labor Factors, including
occupational stress and physical demands, ranked fifth.
Cultural Factors, reflecting beliefs about pain and treatment
preferences, ranked eighth but still contributed
meaningfully to predictions.

Clinical factors beyond pain intensity also showed
substantial importance. Medication Use (10.2%) captured
current medication regimens and potential drug
interactions. Age (8.8%) reflected age-related differences in

treatment response and physiological reserve. Additional
features not shown in the top eight but contributing to model
performance included gender, pain duration, pain location,
functional status, and psychological factors. SHAP value
analysis provided additional insights into feature effects.
Pain Intensity Score showed a monotonic positive
relationship with treatment success probability: higher
baseline pain intensity was associated with greater
likelihood of treatment benefit, likely reflecting greater
room for improvement. Treatment History showed complex
nonlinear effects, with certain prior treatment patterns
strongly predictive of success or failure. Social Factors
showed threshold effects, with adequate social support
associated with substantially better outcomes while
marginal differences in high social support had diminishing
returns.

4.5 System Performance Metrics

System performance evaluation demonstrated that the
implemented system meets or exceeds all defined
performance targets across response time, throughput, data
quality, and security dimensions. Table 6 presents
comprehensive system performance metrics.

Table 6. System Performance Metrics

Metric Specific Valu | Target/Standar
Category | Metric e d
Response Average API | 245 <300 ms
Time Response ms
Response Database 85ms | <100 ms
Time Query Time
Response Model 120 <150 ms
Time Prediction ms
Time
Throughpu | Concurrent 500+ > 400
t Users
Throughpu | Requests per | 1,250 | > 1,000
t Second
Data Data 98.5% | >95%
Quality Completeness
Data Data 97.8% | >95%
Quality Accuracy
Data Data 99.2% | >98%
Quality Consistency
Security Authenticatio | 99.9% | >99.5%
n Success
Security Encryption AES- | ISO 27001
Standard 256

Response Time Performance: Average API response time of
245 ms comfortably meets the target of < 300 ms, ensuring
that the system does not disrupt clinical workflows.
Database query time of 85 ms reflects efficient query
optimization and appropriate indexing strategies. Model
prediction time of 120 ms demonstrates that the deployed
ML models provide real-time predictions suitable for point-
of-care decision support. The total end-to-end response
time from user request to displayed recommendation
averages 450 ms, well within acceptable limits for
interactive applications.
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Throughput Performance: The system successfully
supports 500+ concurrent users, exceeding the target of >
400 users. This capacity accommodates current institutional
needs with headroom for growth. Peak throughput of 1,250
requests per second exceeds the target of > 1,000 requests
per second, demonstrating that the system can handle high-
load scenarios including batch processing and peak usage
periods. Load testing revealed linear scaling up to 800
concurrent users, with graceful degradation beyond that
point due to database connection pool limits. Horizontal
scaling of the backend and database read replicas can
further increase capacity if needed.

Data Quality Performance: Data completeness of 98.5%
exceeds the target of > 95%, indicating that required fields
are consistently populated. The 1.5% incompleteness
primarily reflects optional fields and legacy data predating
current data quality standards. Data accuracy of 97.8%
reflects conformance to validation rules and acceptable
value ranges. The 2.2% inaccuracy primarily involves edge
cases where validation rules are overly restrictive or where
legitimate values fall outside typical ranges. Data
consistency of 99.2% reflects agreement across redundant
data elements and conformance to referential integrity
constraints. Ongoing data quality monitoring enables rapid
detection and remediation of quality issues.

Security Performance: Authentication success rate of
99.9% demonstrates robust and reliable authentication
mechanisms. The 0.1% failure rate primarily reflects user
error (forgotten passwords) rather than system failures. All
data at rest and in transit is encrypted using AES-256
encryption, meeting ISO 27001 standards. Role-based
access controls successfully restrict data access to
authorized personnel, with audit logs tracking all data
access for compliance and security monitoring. Regular
security audits and penetration testing have identified no
critical vulnerabilities, with minor findings remediated
promptly.
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Figure 4. Data pipeline visualization

In the Figure 4 its possible to see (A) data collection
timeline and sources, (B) data augmentation techniques and
their contributions, (C) model training progress and
convergence, and (D) feature importance distribution across
clinical and non-medical factors. The pipeline demonstrates
systematic data flow from collection through augmentation,
training, and deployment.

5. DISCUSSION

5.1 Interpretation of Findings

The results demonstrate that predictive and prescriptive
analytics can be successfully integrated into clinical
workflows for pain management treatment optimization,
achieving high predictive accuracy while maintaining
system performance suitable for real-time decision support.
The Ensemble model's performance (92.1% accuracy, 0.935
AUC-ROC) substantially exceeds typical benchmarks for
clinical prediction models and approaches the performance
levels necessary for clinical deployment.

The strong performance of relatively simple models
(Logistic Regression achieving 84.2% accuracy) suggests
that linear relationships capture substantial predictive
signal, likely reflecting well-established clinical
relationships between baseline characteristics and treatment
outcomes. However, the meaningful performance gains
from nonlinear models (XGBoost, Random Forest, Neural
Networks) indicate that complex interactions and nonlinear
relationships provide additional predictive value. The
Ensemble model's superior performance demonstrates the
benefit of combining diverse modeling approaches, with
different models capturing complementary aspects of the
prediction problem.

Feature importance analysis provides several important
insights. First, the dominance of Pain Intensity Score
(18.5% importance) aligns with clinical understanding that
baseline symptom severity strongly predicts treatment
response. Patients with higher baseline pain have greater
potential for improvement and may be more motivated to
adhere to treatment regimens. Second, the substantial
importance of Treatment History (16.2%) reflects the value
of learning from prior treatment experiences. Patients who
have failed multiple prior treatments may have refractory
pain conditions less likely to respond to additional
interventions, while treatment-naive patients may have
greater response potential.

Third, and most significantly, the collective contribution of
non-medical factors (31.5% total importance) validates the
project's core hypothesis that cultural, social, and
occupational factors substantially influence treatment
outcomes. Social Factors (12.5% importance) likely capture
the impact of social support on treatment adherence, coping
strategies, and overall well-being. Labor Factors (11.8%
importance) may reflect the impact of occupational stress
and physical demands on pain persistence and treatment
response. Cultural Factors (7.2% importance) may
influence treatment preferences, expectations, and
adherence. These findings suggest that holistic patient
assessment incorporating non-medical factors can
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meaningfully improve treatment prediction compared to
purely clinical approaches.

The data augmentation strategy's success in expanding the
training dataset by 230% while maintaining high data
quality (aggregate score 0.918) demonstrates a practical
approach for addressing limited historical data availability.
The 5-8 percentage point performance improvement from
data augmentation validates this strategy and suggests it
may be applicable to other healthcare prediction tasks with
limited data. The Fixed Algorithm technique's superior data
quality score (0.925) highlights the value of incorporating
domain knowledge into data augmentation, while the
complementary contributions of Linear Interpolation and
Gaussian Noise demonstrate the benefit of combining
multiple augmentation approaches.

System performance metrics demonstrate that the
implemented architecture successfully balances multiple
competing requirements: real-time responsiveness (245 ms
average API response), high throughput (1,250 requests per
second), data quality (98.5% completeness), and security
(AES-256 encryption, 99.9% authentication success). This
balance is critical for clinical deployment, where any single
deficiency could prevent adoption or compromise patient
safety.

The model performance achieved in this study compares
favorably with recent literature on clinical prediction
models. Bennett et al. (2012) reported that EHR-derived
predictive algorithms achieved approximately 70-72%
accuracy for individual patient response prediction in
routine care populations. The present study's Ensemble
model accuracy of 92.1% substantially exceeds this
benchmark, likely reflecting several factors: the focused
clinical domain (pain management rather than general
medicine), the comprehensive feature set incorporating
non-medical factors, the systematic data augmentation
strategy, and the use of modern machine learning
algorithms.

Raheem et al. (2025) reported 70-90% accuracy for
treatment recommendation and adverse event prediction in
a federated analytics platform for immunotherapy patient
management. The present study's performance falls in the
upper range of this interval, despite using a centralized
rather than federated architecture. This comparison
suggests that centralized architectures may offer
performance advantages when privacy constraints permit
data centralization, though federated approaches remain
valuable when data cannot be shared across institutions.
The importance of probabilistic modeling and calibration
emphasized by Chen et al. (2020) is reflected in the present
study's comprehensive evaluation including calibration
assessment. The Ensemble model's expected calibration
error of 0.042 indicates reasonably well-calibrated
probability estimates, though ongoing monitoring and
recalibration will be necessary. Future work should
incorporate more sophisticated calibration techniques such
as isotonic regression or Platt scaling to further improve
probability calibration.

The data architecture implemented in this study aligns with
best practices outlined by Nandini (2025) for HIPAA-

compliant clinical Al platforms, including data lakes for
multimodal ingestion, data warehouses for analytical
processing, and modular ML workflow orchestration. The
clear separation between operational (OLTP) and analytical

(OLAP) systems follows established architectural
principles while enabling comprehensive historical analysis
without impacting operational performance. The

implementation of data contracts, metadata management,
and data lineage tracking addresses data governance
challenges identified by Al-Quraishi et al. (2024) as core
barriers to translating analytics into clinical practice.

The MLOps practices implemented in this study, including
version control for data and models, automated training
pipelines, model validation frameworks, containerized
deployment, and continuous monitoring, align with
emerging best practices for managing ML model lifecycles
in production. These practices address the challenge of
"model decay" where performance degrades over time due
to distribution shift, and they enable rapid iteration and
improvement based on real-world performance data.

The explicit incorporation of non-medical factors
distinguishes this study from much of the existing literature
on clinical prediction models, which typically focuses
exclusively on clinical variables. While social determinants
of health have received increasing attention in health
services research, their systematic incorporation into
predictive models for treatment assignment remains
limited. The present study's finding that non-medical
factors contribute 31.5% of total feature importance
provides empirical support for holistic patient assessment
and suggests that similar approaches may improve
prediction in other clinical domains.

The data augmentation strategy employed differs from
typical approaches in healthcare ML, which often rely on
oversampling techniques such as SMOTE (Synthetic
Minority Over-sampling Technique) or class weighting.
The combination of Linear Interpolation, Gaussian Noise,
and Fixed Algorithm techniques represents a pragmatic
approach balancing sample diversity, data quality, and
domain validity. The Fixed Algorithm technique's
incorporation of clinical domain knowledge is particularly
noteworthy and may explain its superior data quality score
compared to purely statistical augmentation methods.

The successful implementation of this system has several
important clinical and operational implications for
ALIVIUM SAS and potentially for other specialized
healthcare settings. From a clinical perspective, the system
provides evidence-based decision support at the point of
care, enabling clinicians to make more informed treatment
decisions based on comprehensive patient profiles and
predicted treatment efficacy. The high precision (91.5%)
minimizes unnecessary treatment recommendations,
potentially reducing patient exposure to procedural risks
and healthcare costs associated with ineffective treatments.
The high recall (92.3%) ensures that most patients likely to
benefit from treatment are identified, minimizing missed
opportunities for therapeutic benefit.

The incorporation of non-medical factors into treatment
prediction may encourage more holistic patient assessment
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in clinical practice. Clinicians using the system are
prompted to collect information on social support,
occupational factors, and cultural beliefs, potentially
leading to more comprehensive understanding of factors
influencing treatment outcomes. This holistic approach
aligns with biopsychosocial models of pain that emphasize
the interplay of biological, psychological, and social factors
in pain experience and treatment response.

The system's explainability features, including feature
importance displays and SHAP value visualizations for
individual predictions, support clinician understanding and
trust. Rather than providing opaque "black box"
recommendations, the system explains which factors
contribute most strongly to each prediction, enabling
clinicians to critically evaluate recommendations and
integrate them with their clinical judgment. This
transparency is essential for clinical adoption and aligns
with calls for explainable Al in healthcare.

From an operational perspective, the system's real-time
performance (245 ms average response time) enables
seamless integration into clinical workflows without
disrupting efficiency. The responsive design supporting
multiple devices (computers, tablets, mobile phones)
accommodates diverse clinical settings and workflows. The
high throughput capacity (1,250 requests per second)
ensures the system can scale to support institutional growth
and potentially expand to other sites.

The data governance framework implemented provides a
foundation for ongoing quality assurance and continuous
improvement. Automated data quality monitoring enables
rapid detection of quality issues, while data lineage tracking
supports root cause analysis and impact assessment. The
MLOps infrastructure enables continuous model
monitoring and retraining, ensuring that model performance
is maintained as patient populations and treatment practices
evolve.

The system's modular architecture facilitates future
enhancements and extensions. Additional predictive models
for other clinical outcomes (e.g., adverse events, long-term
functional status) can be developed and integrated using the
same infrastructure. Integration with additional data sources
(e.g., wearable devices, patient-reported outcomes collected
via mobile apps) can be accommodated through the
extensible data lake architecture. The microservices
deployment approach enables independent scaling and
updating of individual components without system-wide
disruption.

Despite the promising results, several limitations and
challenges warrant discussion. First, the study was
conducted at a single institution (ALIVIUM SAS) with a
specific  patient  population, potentially  limiting
generalizability to other settings and populations. Pain
management practices, patient demographics, and
healthcare system characteristics may differ substantially
across institutions and countries. External validation on
independent datasets from other institutions is necessary to
assess generalizability and identify potential performance
degradation in different contexts.

Second, the data augmentation strategy, while successful in
expanding the training dataset, introduces synthetic data
that may not fully capture the complexity and variability of
real patient populations. Although data quality assessment
indicated high quality of augmented data (aggregate score
0.918), subtle biases or artifacts introduced by
augmentation techniques could affect model performance
in ways not detected by current evaluation methods. The
exclusive use of original data for validation and testing
mitigates this concern but does not eliminate it entirely.
Long-term monitoring of model performance on new real-
world cases will be essential for detecting any issues arising
from augmentation.

Third, the study focused on predicting treatment efficacy as
a binary outcome (effective vs. not effective), which
simplifies the complexity of treatment response. In reality,
treatment outcomes exist on a continuum, with varying
degrees of symptom improvement, functional restoration,
and quality of life enhancement. Future work should
explore regression models predicting continuous outcome
measures or ordinal models predicting outcome categories
(e.g., no improvement, minimal improvement, moderate
improvement, substantial improvement). Additionally, the
study did not explicitly model adverse events or treatment
complications, which are important considerations for
treatment selection.

Fourth, the feature set, while comprehensive, may not
capture all relevant factors influencing treatment outcomes.
Psychological factors such as depression, anxiety,
catastrophizing, and pain self-efficacy are known to
influence pain treatment outcomes but were not
systematically captured in the current data collection.
Genetic  factors, inflammatory  biomarkers, and
neuroimaging findings may also provide predictive value
but were not available. Future iterations should explore
incorporating these additional data modalities.

Fifth, the study employed offline evaluation using historical
data, which provides important evidence of predictive
accuracy but does not directly demonstrate clinical utility
or impact on patient outcomes. Offline evaluation cannot
fully account for how clinicians will use and respond to
algorithmic recommendations in practice, or how the
system will affect clinical workflows and decision-making
processes. A prospective randomized controlled trial
comparing outcomes for patients whose treatment is
informed by the system versus standard care would provide
stronger evidence of clinical benefit.

Sixth, the causal interpretation of model predictions
requires careful consideration. While the models predict
treatment outcomes, they do not necessarily estimate causal
treatment effects in the sense of comparing outcomes under
different treatment options. The models were trained on
observational data where treatment assignment was not
randomized, potentially introducing confounding bias.
Causal inference methods such as propensity score
adjustment, instrumental variables, or causal forests could
strengthen causal interpretation, though these methods
require additional assumptions and may not be fully
identifiable from available data.
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Seventh, the system's long-term sustainability depends on
ongoing maintenance, monitoring, and updating. Machine
learning models can experience performance degradation
over time due to distribution shift (changes in patient
populations, treatment practices, or data collection
procedures). The MLOps infrastructure implemented
provides mechanisms for continuous monitoring and
retraining, but sustained institutional commitment and
resources are necessary to maintain system performance
and clinical utility over time.

Eighth, ethical considerations including algorithmic bias,
fairness, and equity require ongoing attention. Although the
system incorporates diverse patient characteristics and was
evaluated for overall performance, subgroup analysis
assessing performance across demographic groups (age,
gender, ethnicity, socioeconomic status) was not
comprehensively conducted. Differential performance
across subgroups could perpetuate or exacerbate healthcare
disparities. Future work should include comprehensive
fairness audits and, if necessary, fairness-aware learning
algorithms to ensure equitable performance across patient
populations.

6. CONCLUSIONS

This study presents the design, development,
implementation, and evaluation of an integrated predictive
and prescriptive analytics system for optimizing medical
treatment assignment in pain management at ALIVIUM
SAS. The system successfully integrates modern software
engineering practices (modular monolith architecture, Test-
Driven Development, DevSecOps), comprehensive data
infrastructure (Data Lake, Data Warehouse, data
governance frameworks), and advanced machine learning
methods (ensemble models, data augmentation, MLOps) to
provide real-time, evidence-based treatment
recommendations at the point of care.

The Ensemble model achieved excellent predictive
performance with 92.1% accuracy, 91.5% precision, 92.3%
recall, 91.9% F1-score, 91.8% specificity, and 0.935 AUC-
ROC on held-out test data. System performance metrics
demonstrated real-time responsiveness (245 ms average
API response time), high throughput (1,250 requests per
second), excellent data quality (98.5% completeness), and
robust security (AES-256 encryption, 99.9% authentication
success). These results demonstrate that the system meets
the stringent performance requirements necessary for
clinical deployment.

Feature importance analysis revealed that both clinical
factors (pain intensity, treatment history, comorbidities) and
non-medical factors (social, labor, cultural characteristics)
contribute substantially to treatment outcome prediction,
with non-medical factors collectively accounting for 31.5%
of total importance. This finding validates the project's
emphasis on holistic patient assessment and suggests that
systematic incorporation of mnon-medical factors can
meaningfully improve treatment prediction compared to
purely clinical approaches.

The data augmentation strategy successfully expanded the
training dataset by 230% while maintaining high data

quality (aggregate score 0.918), demonstrating a practical
approach for addressing limited historical data availability
in specialized clinical domains. The combination of Linear
Interpolation, Gaussian Noise, and Fixed Algorithm
techniques, with the latter incorporating clinical domain
knowledge, provided complementary benefits and
contributed to the 5-8 percentage point performance
improvement attributable to data augmentation.

The system architecture, featuring clear separation between
operational software and analytical data systems while
maintaining interoperability through well-defined APIs and
data contracts, provides a replicable blueprint for similar
implementations in other specialized healthcare settings.
The emphasis on data governance, explainable Al, MLOps
practices, and continuous integration/continuous delivery
addresses key barriers to clinical Al adoption identified in
recent literature.

From a methodological perspective, this work contributes
insights on practical implementation of comprehensive
MLOps frameworks in healthcare, systematic data
augmentation strategies for limited datasets, integration of
medical and non-medical factors in clinical prediction, and
rigorous evaluation frameworks encompassing model
performance, system performance, and data quality. From a
clinical perspective, the work demonstrates the feasibility
and potential value of predictive and prescriptive analytics
for treatment optimization in pain management, with
implications for improving treatment efficacy, reducing
unnecessary procedures, and lowering healthcare costs.
While limitations including single-site evaluation, reliance
on synthetic augmented data, binary outcome modeling,
and lack of prospective clinical validation warrant caution
in interpretation, the results provide strong preliminary
evidence supporting the value of data-driven approaches to
treatment optimization. Future work including external
validation, multi-outcome prediction, incorporation of
additional data modalities, causal inference methods,
enhanced explainability, and prospective clinical trials will
further establish the clinical utility and impact of this
approach.

In conclusion, this study demonstrates that predictive and
prescriptive analytics can be successfully integrated into
clinical workflows for pain management treatment
optimization, achieving high predictive accuracy while
maintaining system performance suitable for real-time
decision support. The explicit incorporation of non-medical
factors alongside traditional clinical variables represents an
important advance in holistic patient assessment, with
empirical evidence supporting their relevance for treatment
outcome prediction. The comprehensive system
architecture, data governance framework, and MLOps
practices provide a foundation for ongoing quality
assurance, continuous improvement, and potential
expansion to other clinical domains. As healthcare
increasingly embraces data-driven approaches to clinical
decision-making, this work provides a practical example of
how advanced analytics can be responsibly and effectively
deployed to improve patient care..
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