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Abstract - A major challenge of using deep learning for retinal diagnosis is that standard neural networks fail to describe
why they make a certain classification, making them a black box, limiting their integration in the clinic. This research
proposes a network that can be easily understood, Prototypical Part Network (ProtoPNet), for automatically analyzing
Optical Coherence Tomography (OCT) image, to solve the problem of poor interpretability. The model is based on an
EfficientNet-B4 feature extractor along with ante-hoc prototype matching layer for finding the pathological features which
are class specific using case based reasoning. The framework was optimised with that of OneCycle learning rate scheduler
and Automatic Mixed Precision (AMP), which achieved a peak training accuracy of 99.38% within 20 epochs. The design
proposed in contrast to post-hoc explainability approaches generates localised, clinically relevant heatmaps that have a
direct relationship to expert pathology in ophthalmology. The results show that it is possible to achieve high precision in
diagnosis without compromising transparency, creating a verifiable and trustworthy decision support tool to be used in
the diagnosis of retinal diseases.
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1. Introduction

1.1 Clinical Significance of OCT Classification
Optical Coherence Tomography abbreviated as OCT is
an important, non-invasive way to diagnose eye diseases
which can threaten vision such as Diabetic Macular
Edema (DME), Drusen and Age Related Macular
Degeneration (AMD). Deep learning has provided
similar levels of performance to human experts in these
areas [1]. While Convolutional Neural Networks
(CNNs) were effective in classifying normal versus
pathological scans [2], automated pipelines have been
further developed to achieve robust DME and dry AMD
detection with substantial effects on speeding up the
clinical workflow [3,4].

1.2 The "Black-Box" Challenge in Medical Al
Despite the accuracy, the "black-box" nature of standard
deep learning models makes it difficult to work in a
clinical environment, because they do not enable
transparent reasoning [5]. Explainable AI (XAI) is now
a critical requirement to overcome this gap [6]. Current
post-hoc methods, e.g. saliency maps, are often fragile
and fail basic sanity checks by highlighting regions of
the image that are unimportant [7].

1.3 Proposed Solution: Interpretable Prototype
Networks

To deal with these limits, we suggest changing to ante-
hoc interpretability. The architecture net developed by
* Author for Correspondence: cjoshan@karunya.edu.in

the Prototypical Part Network (ProtoPNet) is a case-
based reasoning approach that compares the input image
patches to the learned prototypical representations [8].
This "this looks like that" approach imitates human
diagnostic thinking. After the success of prototypical
patches in general radiology [9], we bring this
framework to OCT to perform an accurate classification
while exposing the retinal lesions being decisive for each
decision.

1.4 Key Contributions

This paper proposed a framework for classification of
Optical Coherence Tomography (OCT) images which is
efficient and interpretable. framework is based on an
EfficientNet-B4 backbone and transparent Prototype
Layer.

The things we primarily did included:

e Domain Adaptation: Fine-Tuning ProtoPNet for
retinal OCT to Close the Accuracy-Transparency Gap.

e Pipeline improvement: Mixed-precision training along
with a OneCycle learning rate scheduler allows training
to be faster in terms of how quickly things come
together.

e Robustness: Using Test Time Augmentation (TTA) for
improving performance.

e The clinical validation process involves the creation of
prototype heatmaps specific to certain areas that are
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designed to correspond with typical patterns that are
seen in ophthalmic pathology.

2. Literature Review

2.1 Deep Learning in OCT Classification The standard
for analyzing OCT B-scans using convolutional neural
networks has been established. Early implementations
made use of multi scaled CNN ensemble for the effective
classification of macular pathologies [10]. Standard
CNN architectures are still predominant for automated
feature extraction [11], and allowed building reliable
deep learning architectures focused on retinal disease
diagnostics [12]. Multi-scale denoising residual
networks can be used to solve the problem of imaging
noise of optical coherence tomography (OCT) [13] Also,
preprocessing can be applied to enhance visibility of the
lesions, such as histogram equalization [14]. Current
methods focus on using multi-stage self-supervised
learning to decrease the need for huge labeled datasets
[15]. is showing strength, even for dealing with small
amounts of data and inaccurate clinical labels [16].
Researchers have observed the problems that handling
data in automated processes may cause [17].

2.2 Advanced Architectures: Ensembles &
Transformers

To enable performance limits, researchers have
investigated deep ensemble learning methods for the
correct segmentation and classification of early-stage
disease conditions such as non-advanced AMD [18].
Combining more than one classifiers has proved to be
successful in increasing the overall reliability of the
diagnosis [19], on which the intelligent systems could
detect more than one pathology at the same time, such
as DME and AMD [20]. Concurrently, Vision
Transformers (ViTs) have become very popular.
Structure-oriented Transformers specifically designed
for retinal OCT, it is shown that they have better spatial
context capturing than standard CNNs [21]. Hybrid
models, e.g. convolution transformer, combining local
feature extractors with global attention mechanisms for
highly efficient lesion location [22] - some variants of
which add basic interpretability features into their
attention blocks [23].

2.3 Explainability Frameworks (Post-Hoc)

The importance in building trust in clinical
environments has led to Exploratory Al (XAI) being
utilised in eye care. Common current methods generally
employ localization techniques after the event such as
Gradient-weighted Class Activation Mapping (Grad-
CAM) to form rudimentary heatmaps indicating
important areas in images [24]. Alternative unified
methods, such as SHAP [25] and LIME [26] assess
feature importance. doing so, they alter inputs to guess
how the classifier works. However, more thorough
investigations of medical XAI have stressed that the
need of clinical practitioners for explanations beyond
saliency maps is that post-hoc techniques often lack
fidelity to the real internal reasoning mechanism of their
model [27].

2.4 Evolution of Prototype-Based Networks

Addressing shortcomings of post-hoc XAI By inherently
interpretable models, it is possible to provide "ante-hoc"
transparency by comparing image patches to learned
prototypes. Improvements to the base ProtoPNet
include: Deformable ProtoPNet that enables prototypes
to be conditioned to spatial differences in target objects
[28] and SPARROW that enforces semantic coherence
in the prototype space [29]. Other designs use neural
prototype trees to identify specific levels in a hierarchy
[30], or they use adjustable prototype assignments to
better improve the way things work [31]. A transparent
embedding space assists with ensuring that distance
metrics in line with what we perceive as visually similar
[32]. Studies on prototype networks in medical imaging
show they can make explanations that are not only
clinically useful, but also localized [33]. Human-centred
analyses have also confirmed the part-prototype
classifiers are very similar to visual reasoning by experts
[34], who are conceptually close to wider concept
bottleneck models [35].

2.5 Research Gap

Despite the explosion of deep learning in OCT and
theoretical development in prototype networks, there
still appears to be a significant lack of application of
ante-hoc interpretable models directly to multi-class
OCT data. Current classifiers based on OCT rely on
post-hoc localization, which is not very stable, and the
ProtoPNets can be too slow. This study addresses this
problem by combining a simple and quick backbone into
a prototype-based system, which creates a clear, quick
and accurate diagnostic tool.

3. Methodology

3.1 Dataset and Preprocessing

This study was based on a large number of labeled
Optical Coherence Tomography (OCT) images. In order
for the model evaluation to be robust in nature, the
dataset is divided into training and validation sets by a
ratio of 90 per 10. Due to the high-resolution of initial
OCT scans, all input images were adjusted to 288 x 288
pixels, which fully contributed to increasing the
calculation speed without losing important details
needed for diagnosis.

To restrict overfitting and performance of the model to
generalize well, the data augmentation is needed during
the training process. random horizontal flipping is
performed on images with probability p= 0.5 random
changes are made to the image (up to 10 degrees rotation
and shift of 5%) change to color (brightness and contrast
adjustment within range 0.1). Standard values of mean
and standard deviation of ImageNet is used for tensor
normalization. Furthermore, in order to overcome class
imbalances in the training medical dataset, a
WeightedRandomSampler is used for the training step -
the batches should represent the minority classes fairly.

Table 1: Dataset Statistics and Splits

Class Train Validation Total
Split Split

CNV 23,596 2,622 26,218

DME 7,306 812 8,118

DRUSEN | 5,585 621 6,206
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NORMAL | 32,375 3,598 35,973
Total 68,862 7,653 76,515

3.2 Proposed Architecture

The proposed network adapts the framework of
Prototypical Part Network (ProtoPNet) for retinal
imaging. As shown in Figure 1, the architecture has three
main parts, the feature extractor, add-on transformation
module, and the prototype classification layer.

Zone 1 Zone 2
Feature Extraction Feature Transformation
(The Backbone) (Add-on Module)

Prototypical Reasoning

In order to balance the feature extraction ability and
calculation efficiency, we use EfficientNet-B4 (pre-
trained on ImageNet-1K) as the backbone. The feature
map from the backbone has depth 1792. After this, the
tensor passes through a sequential module. sequential
module having two blocks using 1 x 1 convolution,
Batch Normalization, and SiLU activation. The module
first reduces the feature depth to 1024 and 512. this
reduces the feature depth to build compact spatial
representation suitable for prototypical matching.

Zone 3 Zone 4
Decision Layer

(The “Ante-hoc" Layer) (Transparent Weighted Sum)

Reshaping: 9x9 spatial grid

— 81 spatial patches, each 1x512
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Fig 1: Architecture Diagram

3.3 Prototype Learning and Similarity Activation
The most important interpretability in the network is in
the Prototype Layer. The model has 10 prototype vectors
per clinical class which are learnable with a
dimensionality of 512. During the forward pass in this
case, output feature map from add-on layers is permuted
and reshaped into collection of spatial patches. The
spatial patches are strictly L2-normalized and so are the
learned prototypes. Torch.cdist is used by the network to
calculate the distance between all patches and prototypes
using the euclidean distance.

The closest matching patch distance is then taken and
similar activation is calculated with an exponential
function: activations =exp?. This makes sure that
patches that are close to a prototype in learning get close
to an activation score of 1.0. These similarity scores are
passed into a dropout phase (p=0.2) for a regularization
purpose and then to bias-free fully connected linear
layer. To enable hard class-specific reasoning a priori,
the weights of this last layer are initialized so that
prototypes of the desired class are heavily weighted (w=
1.0), whereas connections to other classes are penalized
(w=-0.5).

3.4 Training Strategy and Optimization

In order to speed up the convergence and make the
model more stable, training pipeline uses Automatic
Mixed Precision (AMP) via CUDA gradient scaling. The
AdamW optimizer with weight decay of 1e-4 was used
for training the network. In order not to distort the
original structure, the base network uses a learning rate
of le-5. pre-trained features. 2e-4 for

the add-on layers S5e-4 for the prototype and final
classification layers.

The optimization process is guided by a Cross-Entropy
Loss function with a label smoothing factor of 0.05 that
is used to avoid overconfidence in the predictions.
Furthermore a OneCycleLR scheduler is used to
dynamically change the learning rate throughout the
epochs in order to let the model escape local minima and
reach higher peak accuracies . Gradient clipping is used,
to limit the max norm to 2.0, so that there would be no
gradient explosion.

‘Table 2: Training Hyperparameters
Hyperparameter Value
Backbone EfficientNet-B4
Image Resolution 288 X 288
Batch Size 64
Epochs 25
Prototypes per Class | 10
Optimizer AdamW
Base Learning Rate | 2 x 1074
(Add-on)

Scheduler OneCycleLR
Weight Decay 1x10™*
Label Smoothing 0.05

4. Results and Discussion

4.1 Model Convergence and Training Dynamics

The training progression of the proposed ProtoPNet
architecture for 20 epochs can be seen to show very
efficient learning and strong convergence. As shown in
the training metrics, the model shows its quick picking
up of diagnostic features in the beginning phase. The
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accuracy of the training increased by 93.25% in the
fourth epoch compared to 67.36% in the first epoch. This
initial increase in accuracy is accompanied by a steep

decrease in training loss, which is proportional, from
0.9022 to 0.3939.

Training Accuracy over 20 Epochs

100

95

90

85

Accuracy (%)

80

75

—&— Train Accuracy
Start of custom scaling

1 2 3 4 5 6 7 8 9 1011 12 13 14 15 16 17 18 19 20

Training Loss over 20 Epochs

Loss

—e— Train Loss
Start of custom scaling

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

Fig 2: Training and Loss Graphs

4.2 Impact of Custom Scaling and Optimization
Epoch 10 is an important point, since it is the start of
custom scaling. At this point, the model has already
reached a high level of baseline accuracy of 97.53% with
a minimized loss of 0.2848. After this point, a stable
fine-tuning phase of the network is entered. The custom
scaling along with the dynamic modulation provided by
the OneCycleLR scheduler do not allow for drastic
gradient updates and make the algorithm converge
smoothly asymptotically without peaks of erratic loss
values. During the last 10 epochs, the model is gradually
getting more and more marginal gains approximately
reaching a plateau with a very cool final training

=N\
PO d=0.78

DME
PO d=0.64

accuracy of 99.38% and a training loss of 0.1800 at
Epoch 20. The smoothness of the curves in the post
epoch 10 strongly implies that the network is well
regulated and does not struggle with a huge overfit
despite the very high capacity of the EfficientNet-B4
backbone.

4.3 Interpretability Analysis and Prototype
Visualization

While, through a near perfect training accuracy of
99.38%, this model illustrated its discriminative power,
the most important contribution of this framework is its
ante-hoc interpretability.

CNV
P1d=0.81
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Fig 3: ProtoPNet Reasoning: Class-Specific Prototype Activations

As opposed to conventional CNNs which are a black
box, the heatmaps produced on the prototype (Figure 4)
show explicitly what regions of the space are behind the
model's predictions. The visual evidence demonstrates
that the network is localizing real pathological structures
- e.g. subretinal fluid or drusen deposits - rather than
using spurious correlations in the background or artifacts
in the images. Due to the final classification being purely
a linear combination of these similarity scores, clinicians
will be able to work backwards from a diagnosis to
specific, highly activated patches in the patient's OCT
scan.

4.4 Discussion

The empirical results succeed in validating the core
hypothesis of this study: in medical imaging high
accuracy of the diagnostic procedure does not require
compromising on transparency. By having an efficient
backbone and making the effort of training pipeline
custom scaling, the network rapidly reaches above 99%
training accuracy in a mere 20 epochs. More
importantly, the explicit "this looks like that" is a mimic
of human diagnostic flow-work, a verifiable and
trustworthy way of deploying the tool in clinical
settings. This directly addresses the critical research gap
with regard to lack of transparent models for multi-class
retinal OCT analysis with high resource efficiency.

5. Conclusion and Future Directions

5.1 Conclusion

This study is able to prove the feasibility of inherently
interpretable deep learning architectures for Optical
Coherence Tomography (OCT) image classification. By
developing an efficient one-stage network, the
Prototypical Part Network (ProtoPNet) framework, with
an efficient feature backbone (EfficientNet-B4), we
solved the critical "black-box" limitation of traditionally
limiting clinical adoption of automated diagnostic
systems. The proposed model provides an extremely
high speed of training result which 99.38% achieved in
20 epochs using mixed-precision training and custom

scaling for rapid convergence. More importantly, it
demonstrates that there is no tradeoff between
transparency and diagnostic precision. The network
displays its reasonings by using class-specific prototype
heatmaps, which is similar to how human eye doctors
make their diagnosis by comparing what they are seeing
to something that they know. By separating out the
various retinal pathologies which are direct causes of the
classification, this framework is a highly accurate,
verifiable, and trustworthy tool for automated
ophthalmic screening.

5.2 Future Scope

Future research will attempt to validate the proposed
model against different external data sets from different
centers in an effort to validate the broad applicability of
the model and limit any biases associated with
demography. Additionally, the extension of this 2D
patch-based prototype learning strategy to handle
complete 3D OCT volumetric scan will be explored
since it promises to capture more complex spatial
relationships of retinal lesions. In conclusion, further
quantization and model improvements will be explored
for future work to be applied on edge devices with a
limited resource availability, in order to make the
screening in real-time possible in clinical settings that
doesn't have many resources available.
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