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Abstract—Elderly individuals living alone face compounding risks from undetected falls, missed medication schedules, 
limited daily-care support, and delayed emergency escalation. Most home healthcare monitoring systems depend on cloud 
connectivity or commercial subscriptions, introducing privacy vulnerabilities and reliability failures during the safety-
critical events they are designed to address. This paper presents ElderMate (Mango V2), a fully offline multimodal 
assistive healthcare monitoring system deployed end-to-end on a Raspberry Pi 5 (8GB RAM, ARM Cortex-A76, no 
accelerator) at approximately $100 hardware cost, with no cloud services or vendor APIs in the request path. The runtime 
employs a five-node multiprocessing architecture interconnected over ZeroMQ with static CPU-affinity partitioning. The 
vision subsystem performs fall detection through a zero-training rule-based finite-state machine over MediaPipe Pose 
landmarks, achieving 96.67% sensitivity, 90.91% specificity, and 95.12% accuracy across 41 UR Fall Detection Dataset 
sequences at 12.10±0.23FPS within 296±3MB RSS. The audio pipeline pairs offline Vosk speech-to-text (436.8±77.3ms) 
with Piper neural TTS, fronted by a deterministic two-layer intent router resolving 19 eldercare tool categories at 96.92% 
accuracy and 0.102ms mean latency over 3,250 trials. A QLoRA-fine-tuned Qwen 2.5 1.5B 4-bit GGUF model sustains 
11.33±0.13tokens/s with 96ms warm-cache time-to-first token on two CPU cores. Whole-system evaluation across 13 
scenarios yielded 92.31% response success and 1.8ms median fast-path latency, with all subsystems concurrent within the 
thermal envelope (peak 59◦C; throttle threshold 80◦C). From a healthcare-technology perspective, ElderMate is positioned 
as an assistive home-care prototype for aging-in-place, where privacy-preserving local intelligence, fall-risk monitoring, 
daily-care reminders, accessible speech interaction for mobility or vision-impaired elderly users, and emergency caregiver 
notification via GSM are essential. The system is an engineering prototype; it does not replace professional caregivers or 
clinical monitoring. ADL-specificity expansion, durability characterisation, and supervised elderly user trials remain 
necessary before deployment validation. 
 
Index Terms—Elderly Healthcare Monitoring, Aging-in-Place, Assistive AI, Ambient Assisted Living, Fall Detection, 
Privacy-Preserving AI, Edge AI, Offline Speech Recognition, Raspberry Pi, Local Language Models, Caregiver 
Notification, Home Healthcare Technology 
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I. INTRODUCTION 
Elderly individuals living alone face a convergence of 
health risks that current home healthcare infrastructure 
addresses only partially. Undetected falls remain a 
leading cause of injury-related hospitalisation among 
adults aged 65 and older; delayed discovery of a fallen 
person — common in single occupant homes — 
substantially worsens clinical outcomes. Beyond fall 
risk, missed medication schedules, absence of daily-care 
reminders, limited access to conversational engagement, 
and slow emergency escalation to family caregivers or 
first responders compound the vulnerability of ageing 
populations. These needs define a concrete healthcare-
technology requirement: an assistive home-monitoring 
system that can detect safety events, support daily care 
routines, provide accessible voice-based interaction, and 
notify caregivers — operating continuously in the home 
without dependence on internet connectivity or cloud-
hosted services that introduce both privacy exposure and 
single points of failure during the very emergencies the 
system is meant to address. 

Population ageing is intensifying demand for such home 
healthcare monitoring systems. The United Nations 
estimates that the global population aged sixty or older 
will reach 2.1 billion by 2050, nearly doubling from 1.05 
billion recorded in 2022, with the steepest growth 
concentrated in middle income economies including 
India [1]. The caregiver-support ratio — working-age 
adults available per older adult — is contracting across 
high-income countries, and the deficit is propagating into 
regions where formal care infrastructure is weakest [2]. 
This contraction is compounded by the documented 
phenomenon of elderly-caring-for-elderly, which 
imposes double vulnerability on older caregivers 
themselves [3]. Together, these pressures define the 
operating context for Ambient Assisted Living (AAL): 
home-deployable intelligent systems that help older 
adults remain independent, safe, and socially connected 
without continuous human supervision. A substantial 
body of AAL research has emerged over the past decade, 
spanning conversational agents, wearable monitors, 
camera-based fall detectors, and activity-recognition 
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pipelines [4], [5]. Landscape analyses of in-home 
eldercare robots have identified six core capabilities yet 
report low sustained real-world adoption [5]. A structural 
pattern recurs: the intelligence resides in the cloud. 
Speech is routed to remote servers, language 
understanding depends on commercial API endpoints, 
and alert dispatch assumes a stable internet path. When 
broadband connectivity drops during a fall event, this 
dependency converts from an architectural convenience 
into a safety liability. AAL deployments also capture 
continuous, intimate signals movement cadence, speech 
patterns, sleep rhythms — and transmitting such data to 
third-party infrastructure has been repeatedly flagged as 
an unresolved privacy challenge [6]. A 2022 scoping 
review listed privacy as a core unresolved concern [4], a 
2025 interdisciplinary review identified unauthorised 
access to home-monitoring data as a realistic 
cybersecurity threat [7], and user-perception studies 
reveal that older adults experience cloud-mediated 
sensing not as support but as surveillance [8]. 
Functional fragmentation introduces a second structural 
limitation. Eldercare technology has progressed through 
three successive generations — mobile humanoid robots, 
stationary tabletop companions, and wearable monitors 
— yet each generation resolved one dimension of the 
problem while deferring the remainder. Mobile 
platforms such as Pepper [9] demonstrated strong 
laboratory capability but failed in real homes on cost, 
complexity, and navigation; a ten-week carehome 
deployment required continuous Wizard-of-Oz 
moderation [10]. Tabletop companions such as ElliQ 
[11] report measurable loneliness reduction but depend 
on cloud-hosted language models. Cloud-accelerated 
systems such as Anisa [12] achieve lower latency but 
sacrifice offline guarantees, and a recent evaluation 
documented latency, hallucination, and acoustic fragility 
as recurring barriers in cloud-based elderly dialogue 
[13]. Wearable inertial fall detectors achieve high 
sensitivity but suffer adherence failures during the 
highest-risk activities [14]. Across these generations, the 
field has been characterised by a unified eldercare AI 
gap: companionship, daily assistance, safety monitoring, 
and emergency escalation are each solved separately . 
Edge AI now offers a tractable path through this impasse. 
Three independent technological developments make a 
fully offline assistive runtime feasible on commodity 
hardware. Quantised large language models in the 
GGUF format, served by llama.cpp [15], run on ARM 
Cortex-A76 processors at conversational speeds [16]. 
Offline speech-recognition engines such as Vosk [17] 
reach production-grade word-error rates within tens of 
megabytes of memory on embedded hardware. Pose-
estimation libraries such as MediaPipe Pose [18] track 
skeletal landmarks at real-time frame rates on a 
Raspberry Pi camera feed under 300 MB of resident 
memory. Recent embedded studies on Pi-class hardware 
[19], [20] reinforce this resource envelope. What 
remains open is whether companionship, daily 
assistance, vision-based safety monitoring, and 
emergency escalation can coexist as cooperating 
subsystems on a single such device — the integration 
gap that this work targets. 

This paper presents ElderMate (Mango V2), a fully 
offline multimodal assistive healthcare monitoring 
system deployed end-to-end on a Raspberry Pi 5 [21] (8 
GB LPDDR4X, ARM Cortex-A76, no accelerator). The 
runtime integrates Vosk speech recognition [17] and 
Piper neural text-to-speech [22] as the accessible voice 
interface for elderly users with limited mobility or 
impaired vision; a QLoRA-fine-tuned [23] Qwen 2.5 
1.5B model [24] exported to 4-bit GGUF and served by 
llama.cpp [15] for on-device conversational support and 
cognitive engagement; a rule-based MediaPipe Pose [18] 
fall detector for continuous fall-risk monitoring; and a 
dailyassistance layer covering reminders, tasks, memory, 
and voice notes to support medication adherence and 
routine management. Five subsystems — Brain, Audio, 
Vision, Button, and LLM Worker — execute as 
independent OS-level processes connected over 
ZeroMQ [25], with no shared mutable state and no cloud 
services in the request path. In the SIM Duplicate 
variant, an A7670C GSM modem provides SMS and 
voice-call emergency caregiver notification independent 
of broadband. The contributions of this paper are: 
1) A fully offline multimodal edge-AI architecture for 
elderly healthcare monitoring on Raspberry Pi 5, with no 
cloud, vendor API, or external compute dependency in 
the request path — addressing both the privacy 
vulnerability and the connectivity-during-emergency 
failure mode identified in cloud-mediated AAL systems. 
2) A deterministic two-layer intent router resolving 19 
eldercare command categories — including medication 
reminders, daily-care tasks, and routine management — 
at 96.92% accuracy and 0.102ms mean latency, reserving 
the language model exclusively for open-ended 
conversational queries. 
3) A zero-training interpretable fall detector for 
continuous fall-risk monitoring, achieving 96.67% 
sensitivity, 90.91% specificity, and 95.12% accuracy 
(F1=0.9667) across 41 UR Fall Detection Dataset 
sequences at 12.10FPS within 296MB RSS under 
concurrent operation. 
4) A QLoRA-adapted on-device language model 
sustaining 11.33tokens/s with a 96ms warm-cache time-
to-firsttoken on two of four CPU cores, providing local 
conversational support and cognitive engagement 
without transmitting elderly speech data to external 
servers. 
5) A whole-system integration test across 13 end-to-
end scenarios at 92.31% response success and 1.8ms 
median fast-path latency, with all subsystems concurrent 
within the thermal envelope (peak 59◦C against an 80◦C 
throttle threshold). 
To the best of our knowledge, this is among the first 
reported Pi-class eldercare assistants integrating fall 
detection, offline speech, on-device language reasoning, 
deterministic routing, and GSM emergency dispatch as 
cooperating subsystems on a sub-100 USD device, with 
each subsystem characterised under measured 
concurrent operation. From a healthcare technology 
perspective, ElderMate is designed as a privacy 
preserving assistive home-care prototype for aging-in-
place scenarios, where fall-risk monitoring, daily-care 
support, accessible speech interaction, local 
conversational engagement, and emergency caregiver 
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notification must operate reliably without cloud 
dependency. The system is an engineering prototype; 
clinical validation with elderly participants is identified 
as future work in Section X. 
 
II. RELATED WORK 
Home healthcare monitoring for ageing populations has 
evolved through three broad technology phases: 
institutional telemonitoring systems that relay vital signs 
from nursing facilities to remote clinicians, personal 
emergency response devices that provide a single-
function panic button for fall events, and the current 
generation of Ambient Assisted Living (AAL) platforms 
that attempt to combine multiple care functions safety 
monitoring, daily-care support, companionship, and 
emergency escalation within the home environment. 
Each phase expanded functional coverage but introduced 
new constraints. Institutional systems require dedicated 
infrastructure and trained operators; personal emergency 
response devices depend on the user’s ability to activate 
them consciously after a fall, which is precisely the 
scenario in which cognitive impairment or injury 
prevents activation; and current AAL platforms 
overwhelmingly route their intelligence through cloud 
services, coupling the privacy of intimate health-
behavioural data with the reliability of broadband 
connectivity. From a healthcare-technology perspective, 
the question is whether a single affordable device can 
deliver fall-risk monitoring, accessible speech-based 
interaction, daily-care reminder support, conversational 
engagement, and emergency caregiver notification all 
without transmitting patient-level data outside the home. 
The technical literature most relevant to this question 
falls into four areas: vision-based fall detection on 
embedded hardware, offline voice and on-device 
language-model inference on commodity single-board 
computers (SBCs), dialogue personalisation and 
memory continuity for older users, and the broader 
eldercare-robot and AAL deployment landscape together 
with its recurring privacy and integration constraints. 
 
A. Vision-Based Fall Detection on Embedded Hardware 
Pi-class fall detectors in the reviewed literature follow 
three methodological lines. The first employs 
lightweight convolutional networks. Vargas et al. 
deployed an SSDMobileNet-V2 detector on a Raspberry 
Pi 4B, reporting 91.6–93.1% sensitivity and 94.8–95.5% 
accuracy on the UR Fall Detection Dataset (URFD) at 8–
12 FPS [26]. Pereira validated the YOLOv5mu variant 
for embedded fall detection, demonstrating that 
intermediate YOLO architectures achieve strong 
accuracy with lower computational overhead [27]. The 
second line pairs pose-estimation frontends with learned 
classifiers. Sykes (2024) combined MediaPipe Pose with 
a Transformer classification head and reported 95.24% 
sensitivity, 89.80% specificity, and 98.00% overall 
accuracy on a mixed URFD and custom dataset [28]. A 
2025 study on the same Raspberry Pi 5 hardware class 
extended this direction by coupling MediaPipe 
landmarks with a machinelearning ensemble and a long-
lie detection module, reaching approximately 0.98 across 
sensitivity, specificity, and F1 on URFD [29]. The third 
line applies recurrent temporal models: Arulalan et al. 

trained an LSTM on sequential fall patterns and reported 
99.12% sensitivity at 30 FPS on a Raspberry Pi [30]. 
Higher accuracy is reachable on GPU-class platforms — 
YOLOv8 INT8 on Jetson Nano reaches approximately 
99% at sub-100ms per frame [31], and custom-dataset 
YOLOv8 variants confirm this ceiling [32] — but at a 
cost and accelerator class outside Pi-5 commodity 
hardware. An autonomous eldercare robot combining 
Hector SLAM with YOLOv7 on Jetson Nano reported 
96% falldetection accuracy but requires GPU hardware 
and offers no conversational layer [33]. 
Two structural patterns recur across this body of work. 
First, every detector trains a neural network end-to-end 
on labelled fall videos, so the question “why did the 
system fire?” is not directly answerable at the rule level 
— a property that matters when the detector may 
dispatch an emergency alert. Second, every reported 
accuracy figure is a single-task number: no co-resident 
voice, language-model, or alerting workload shares the 
device during evaluation. A separate strand of work 
demonstrates skeletal-only sensing as a privacy 
mitigation at the visual layer, restricting downstream 
processing to joint coordinates rather than raw RGB 
frames [7], but does not address the cloud dependency of 
the conversational and dispatch layers. 
 
B. Offline Voice and On-Device LLMs on Pi-Class 
Hardware 
Vosk [17] is the recurring offline automatic speech 
recognition engine in the Pi voice-assistant literature, 
reaching production-grade word-error rates on ARM 
CPUs without GPU acceleration. Piper [22] is the 
corresponding offline neural TTS engine, built on the 
VITS vocoder architecture and exported to ONNX for 
ARM-native inference. The closest published Pi 5 voice-
pipeline reference is Girish et al. (2025), who reported a 
2.2s end-to-end response latency and 2.5% WER using 
Vosk-based recognition [19]. On the language-model 
side, llama.cpp [15] serves 4-bit quantised GGUF 
models through ARM-NEON-vectorised CPU paths, and 
a recent benchmarking study of sub-8B parameter LLMs 
on single-board computers reported sustained 5–
11tokens/s for models in the 1B–3B range [16]. A 2024 
study on ARM Cortex-A76 mixed-precision quantisation 
confirmed decoding speedups of up to 15× over FP32 
inference through SIMD and NEON vectorisation [34], 
bounding the performance ceiling that quantised models 
can approach on this hardware class. Alternative post-
training quantisation methods such as GPTQ [35] and 
AWQ [36] achieve comparable compression ratios 
through weight-only or activation-aware strategies, 
broadening the toolchain for on-device deployment. 
The strongest published evidence that multi-workload AI 
is feasible on a single Pi 5 comes from Mekonnen (2025), 
where YOLOv8 object detection, Tesseract OCR, Vosk, 
and Piper run concurrently at 78±12% CPU and 
1.2±0.2GB RAM [20]. That system targets visually 
impaired users and carries no conversational LLM, no 
daily-assistance layer, and no emergency-dispatch path. 
A pattern shared across every reviewed Pi-class voice 
assistant is that the pipeline treats every utterance as a 
single homogeneous unit: the transcript is dispatched 
directly to either a rule-based handler or a language 
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model, with no architectural distinction between 
deterministic tool invocations and open-ended queries. 
None of the reviewed Pi systems reports a deterministic-
router-plus-LLM dual-path design with measured 
latency in both paths [19], [20]. 
 
C. Dialogue Personalisation, Memory Continuity, and 
Elderly Interaction Design 
Pre-LLM approaches to empathetic eldercare dialogue 
used BERT-based emotion classifiers and transfer-
learning representations [37] to provide affect-aware 
responses [38], but lacked the open-domain generation 
capability that Transformer LLMs now provide. A 
reinforcement-learning study on dialogue 
personalisation reports measurably improved user 
satisfaction when systems maintain adaptive, user-
specific response patterns relative to stateless interaction 
[39]. Parallel work on long-term dialogue agents reports 
that systems storing routines, past events, and emotional 
cues reduce repetition fatigue and improve session-to-
session engagement [40]. HRI studies in eldercare 
consistently report that predictability, empathic 
interaction, memory continuity, and absence of 
perceived surveillance are the strongest predictors of 
elderly acceptance — stronger than platform 
sophistication or physical anthropomorphism [41], [42]. 
Participatory co-design studies with older adults have 
further established explicit recommendations for 
implementing foundation models in companion robots 
[43]. Recent work on LLM-driven eldercare robots has 
begun integrating fine-tuned models with physical 
actuators for bed-control commands [44], though these 
systems remain cloud-dependent. 
 
D. Eldercare Robots, AAL Integration, and the Recurring 
Healthcare-Technology Gap 
The eldercare-robotics literature spans three platform 
generations. Mobile humanoid platforms — Pepper [9] 
and the ENRICHME TIAGo deployment [45] — 
reported strong laboratory capability but failed in real 
homes on cost, complexity, and navigation [46]. A ten-
week Pepper care-home deployment required continuous 
Wizard-ofOz moderation [10]. Stationary tabletop 
companions — ElliQ [11] most prominently — report 
measurable loneliness reduction but depend on cloud-
hosted language models. Paro demonstrated emotional 
and therapeutic benefits in dementia care populations 
through tactile and vocal interaction [47], and clinical 
trials with medication-management robots showed 
reduced caregiver time on dispensing tasks, confirming 
that automated daily-care support can relieve measurable 
healthcare workload [48]. Context-aware sensor systems 
deploying beacons in nursing homes [49], [50] require 
extensive installation and do not integrate conversational 
AI. Systems pairing social robots with cloud assistants 
[51] and cloud-accelerated companions such as Anisa 
[12] carry the same fundamental cloud dependency. A 
structured evaluation documented latency, hallucination, 
and acoustic fragility as recurring barriers in cloud-based 

elderly dialogue [13], and a recent review emphasises the 
need for ethical frameworks in AI-driven eldercare [52]. 
Across these generations, the combined pattern has been 
characterised as a unified eldercare AI gap : 
companionship, daily assistance, vision-based safety 
monitoring, and emergency escalation are each solved 
separately, on separate products, often with separate 
subscriptions. Even recent multifunctional prototypes 
combining emotion recognition, safety alerts, and 
reminder services [53] do not unify these capabilities 
within a single edge-native architecture. From a 
healthcare-technology standpoint, the consequence is 
that no single affordable system currently delivers the 
integrated home-monitoring function set — fall-risk 
detection, medication and routine reminders, accessible 
voice interaction, conversational engagement, and 
caregiver alert escalation — that aging-in-place 
scenarios require, without routing sensitive health-
behavioural data through external cloud infrastructure. 
 
E. Position of the Present Work 
Mango V2 / ElderMate addresses this integration gap 
directly. A zero-training rule-based MediaPipe Pose fall 
detector [18], an offline Vosk plus Piper voice pipeline 
[17], [22], a deterministic intent router fronting a co-
resident QLoRA-fine-tuned [23] Qwen 2.5 [24] 4-bit 
GGUF LLM served by llama.cpp [15], a daily-assistance 
layer, and a GSM emergency-dispatch path run 
concurrently on a single Raspberry Pi 5 [21] under 
measured resource conditions. Direct comparison with 
the cited baselines is indicative — dataset subsets, 
evaluation protocols, and concurrent-workload 
conditions differ across the studies. The contribution is 
not a single-axis improvement over any individual 
baseline; it is the integration property that five 
capabilities the literature addresses separately are here 
demonstrated to coexist on a single sub-100USD device, 
with each subsystem characterised under measured 
concurrent operation. 
From a healthcare-technology perspective, each 
technical subsystem maps to a specific home-care 
function: the fall detector provides continuous fall-risk 
monitoring without requiring the elderly user to wear or 
activate any device; the offline speech pipeline serves as 
an accessible interaction interface for users with limited 
mobility, impaired vision, or low digital literacy; the on-
device language model supports conversational 
engagement and cognitive stimulation without 
transmitting personal speech data to external servers; the 
daily-assistance layer — covering reminders, tasks, 
routines, memory, and voice notes — supports 
medication adherence and daily-care routine 
management; and the GSM modem enables emergency 
caregiver notification independent of broadband 
availability. The system is positioned as an engineering 
prototype for assistive home-care monitoring in aging-
in-place scenarios; clinical validation with elderly 
participants is identified as future work. 
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Fig. 1. Physical ElderMate (Mango V2) prototype 

 
The stationary tabletop unit houses a Raspberry Pi 5, CSI 
camera module (centre, head), speaker (front grille), USB 
microphone, GPIO push button (green, left), and A7670C 
GSM modem with external antenna (left). The form factor 
is designed for bedside or tabletop placement in single-
occupant elderly home environments. 
Label reads “Mango V2 / ElderMate.” 
 
III. HEALTHCARE TECHNOLOGY POSITIONING 
Although the implementation of ElderMate draws on edge 
AI, embedded systems engineering, computer vision, 
speech processing, and large language model deployment, 
the application objective is elderly healthcare support in 
aging-inplace scenarios. This section makes the 
healthcare-technology positioning explicit by mapping 
each technical subsystem to its intended home-care 
function, and by stating the boundaries of what the system 
is — and is not — designed to provide. The physical 
prototype is shown in Fig. 1; Table I summarises the 
subsystem-to-healthcare-function mapping. 

The vision subsystem, built on a zero-training rule-based 
finite-state machine over MediaPipe Pose skeletal 
landmarks, serves as a continuous fall-risk monitor. Unlike 
wearable fall detectors that require the elderly user to 
remember to wear and charge a device, camera-based 
monitoring operates passively and does not depend on user 
compliance. The fall detector processes only joint 
coordinates extracted from the video feed; raw RGB 
frames are not stored, transmitted, or logged, preserving 
visual privacy at the sensing layer. 
The offline speech pipeline — Vosk automatic speech 
recognition paired with Piper neural text-to-speech — 
provides an accessible voice-based interaction interface 
for elderly users who may have limited mobility, impaired 
vision, reduced manual dexterity, or low digital literacy. 
Voice-driven interaction removes the need for 
touchscreens, keyboards, or smartphone applications, 
which are documented barriers to 

 
TABLE I 

HEALTHCARE FUNCTION MAPPING: TECHNICAL SUBSYSTEM TO HOME-CARE FUNCTION 
Subsystem Technology Healthcare Function 
Vision Node MediaPipe

 Pose 
FSM 

Continuous fall-risk 
monitoring (passive, no 
wearable) 

Audio Node Vosk STT + 
Piper TTS 

Accessible voice 
interface for 
mobility/visionimpaired 
elderly 

LLM Worker QLoRA Qwen 
2.5 1.5B 
GGUF 

Conversational support 
and cognitive 
engagement (local, 
private) 

Brain (Router) Two-layer 
deterministic 
router 

Medication reminders, 
daily-care tasks, routine 
management 

GSM Module A7670C 
cellular 
modem 

Emergency caregiver 
notification 
(broadbandindependent) 

Button Node GPIO multi-
click gestures 

Physical SOS and mode 
control 
(speechindependent 
fallback) 
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technology adoption among older adults. 
The on-device QLoRA-fine-tuned language model 
provides local conversational support and cognitive 
engagement. Because inference executes entirely on the 
Raspberry Pi 5, no elderly speech data, conversation 
content, or behavioural pattern is transmitted to external 
servers — a property that directly addresses the privacy 
concerns identified in the AAL literature as a primary 
barrier to elderly acceptance of home-monitoring 
technology. 
The daily-assistance layer — covering reminders, tasks, 
routines, memory entries, and voice notes — supports 
medication adherence, appointment management, and 
daily-care routine structure. The GSM emergency-
dispatch module provides caregiver notification via SMS 
and voice call through a cellular modem operating 
independently of broadband, ensuring that the 
emergency escalation path remains functional during the 
network outages that may accompany the very events 
that trigger an alert. 
 
Scope boundary. ElderMate is an engineering prototype. 
It is not a clinical device, not a medical instrument, and 
not a substitute for professional caregivers, physicians, 
or clinical monitoring equipment. The system does not 
measure vital signs, does not diagnose medical 
conditions, does not dispense medication, and does not 
claim to reduce fall incidence, hospitalisation, or 
mortality. No clinical trial, Institutional Review Board 
(IRB) approval, or medical-device regulatory clearance 
(e.g., FDA, CE marking) has been obtained. The 
healthcare-technology positioning describes the 
intended application domain and the care functions that 
the system’s technical capabilities are designed to 
support; clinical validation with elderly participants and 
their caregivers is identified as necessary future work in 
Section X. 
 
IV. RESEARCH GAP AND CONTRIBUTIONS 
The literature reviewed in Section II establishes that the 
individual capabilities required for an in-home eldercare 
healthcare monitoring assistant — offline speech 
recognition, offline neural text-to-speech, on-device 
language-model inference on ARM CPUs, pose-based 
fall detection, structured daily assistance, and 
emergency-dispatch hardware — are individually 
tractable on commodity Raspberry Pi-class hardware. 
The structural gap is one of integration: each generation 
of eldercare technology has resolved one dimension of 
the problem and deferred the remainder to separate 
products, separate subscriptions, and separate hardware 
[5]. From a healthcare-technology perspective, this 
fragmentation means that no single affordable system 
currently delivers the integrated home-monitoring 
function set that aging-in-place scenarios demand 
without routing sensitive health-behavioural data 
through external cloud infrastructure. 
Six concrete gaps follow from this observation: 
G1 — Cloud-mediated AAL couples privacy risk with 
reliability risk. Every spoken utterance and behavioural 
signal leaves the home, and broadband-bound alert paths 
fail during the same outages that may trigger 

emergencies [6], [4]. A 2025 interdisciplinary review 
confirmed that unauthorised access to home-monitoring 
data represents a realistic cybersecurity threat in 
deployed AAL systems [7]. For elderly users in home-
care settings, this dual exposure undermines both the 
data-protection expectations of the patient and the 
reliability requirements of the caregiver notification 
path. 
G2 — Functional fragmentation across healthcare 
functions. No reviewed system combines pose-based fall 
detection, on-device language reasoning, deterministic 
intent routing, daily-care assistance, and emergency 
dispatch as cooperating subsystems on a single sub-100 
USD device . Mobile humanoid platforms resolve 
physical assistance at unsustainable cost [9]; tabletop 
companions resolve engagement but route every 
utterance to the cloud [11]; wearable detectors achieve 
high sensitivity but fail on adherence [14]. The 
consequence for home healthcare is that an elderly 
person requiring fall monitoring, medication reminders, 
conversational support, and caregiver alerts must depend 
on multiple separate devices, subscriptions, and 
connectivity paths. 
G3 — Single-task fall-detector evaluation. Every Pi-
class fall detector in the reviewed literature is 
benchmarked in isolation, with no characterisation under 
shared-resource concurrent operation against voice, 
language-model, and alerting workloads on the same 
device [26], [28], [30]. 
G4 — Opaque safety decisions in trained-network 
detectors. Every reviewed Pi-class detector trains a 
neural network end-to-end on labelled fall videos. The 
question “why did the system fire?” is not directly 
answerable at the rule level — a property that matters 
when the detector may dispatch an emergency alert to a 
caregiver and the caregiver or clinician needs to assess 
whether the alert warrants an emergency response [29]. 
G5 — Single-path interaction. Pi-class voice assistants 
treat every utterance as one homogeneous unit, paying 
full LLM latency on common-case commands that could 
be resolved deterministically in sub-millisecond time 
[19], [20]. No reviewed Pi system characterises a 
deterministic-router-plus-LLM dual path design with 
measured latency in both paths. 
G6 — Affordability barriers. Mobile-humanoid 
hardware costs and cloud-tabletop subscription fees both 
exceed typical household budgets in the middle-income 
deployment contexts where ageing is accelerating most 
sharply [1], [2], [21]. Mango V2 / ElderMate addresses 
each of these gaps directly. The five contributions 
enumerated below map onto G1–G6; their measured 
evidence is reported in Sections V–VIII. Scope 
boundaries — a limited ADL specificity sample, a 6-
minute durability snapshot rather than 24 hours, and no 
live elderlyuser trial — are recorded explicitly in Section 
IX. 
1) Fully offline multimodal edge-AI architecture for 
elderly healthcare monitoring (G1,G6). A five-node 
multiprocess runtime with no cloud services, vendor 
APIs, or external compute in the request path, deployed 
on a single Raspberry Pi 5 [21] at approximately 100 
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USD total hardware cost. All health-relevant sensing, 
interaction, and decision-making execute locally, and a 
GSM-based emergency caregiver notification channel 
via the A7670C modem operates independently of 
broadband. 
2) Deterministic two-layer intent router for daily-care 
commands (G5). A keyword-substring plus rapidfuzz 
token-ratio matcher resolving 19 eldercare tool 
categories — including medication reminders, daily-care 
tasks, routine queries, and memory operations — at 
96.92% accuracy and 0.102ms mean latency over 3,250 
trials, reserving the language model exclusively for 
open-ended conversational queries. The whole-system 
fast-path median is 1.8ms versus a 6.0s LLM-path 
median on the same runtime. 
3) Zero-training interpretable fall detector for 
continuous fall-risk monitoring (G3,G4). A rule-based 
fivestate finite-state machine over three MediaPipe Pose 
landmarks [18], achieving 96.67% sensitivity, 90.91% 
specificity, and 95.12% accuracy (F1=0.9667) across 41 
URFD sequences [54] at 12.10FPS within 296MB RSS 
— measured under concurrent operation with all other 
subsystems active on the same device. Each detection is 
traceable through defined kinematic thresholds, 
supporting auditability of the safety-critical alert 
decision. 
4) QLoRA-adapted on-device language model for 
local conversational support (G2). A Qwen 2.5 1.5B 
model [24] fine-tuned via QLoRA [23] and exported to 
4-bit GGUF, sustaining 11.33±0.13tokens/s with a 96ms 
warm-cache TTFT on two of four CPU cores under 
llama.cpp [15], providing conversational engagement 
and cognitive stimulation without transmitting personal 
speech data to external servers. The remaining two cores 
host the concurrent voice and vision subsystems. 
5) Whole-system integration test
 under concurrent healthcare-workload 
conditions (G2,G3). Thirteen end-to-end scenarios 
covering six capability categories — fall response, voice 
commands, daily-care reminders, conversational 
queries, emergency SOS, and system status — yielded 
92.31% response success and 1.8ms median fast-path 
latency, with all subsystems concurrent within the 
thermal envelope (peak 59◦C against an 80◦C throttle 
threshold). 
The system is positioned as an engineering prototype for 
assistive home-care monitoring; no clinical efficacy, 
diagnostic capability, or caregiver-burden reduction is 
claimed. The contributions above are technical-

feasibility claims, not healthcare-outcome claims. 
Clinical validation with elderly participants and their 
caregivers is the necessary next step, as detailed in 
Section X. 
 
V. SYSTEM ARCHITECTURE 

 
A. Architectural Principles 
Three design invariants govern every structural decision 
in the ElderMate runtime; a candidate architecture is 
rejected if it violates any one of them. The first invariant 
is offline completeness: every runtime function—speech 
recognition, language reasoning, fall detection, daily-life 
assistance, and emergency dispatch—executes without a 
network call, with no fallback path to a cloud service and 
no vendor API key anywhere in the request chain [4], [7]. 
The second is concurrent isolation: the five functional 
workloads must not contend for resources in ways that 
permit one subsystem to block or degrade another. A long 
language-model generation must not delay a fall 
detection frame, and active TTS playback must not hold 
off a fall alarm. The third is event-driven priority: safety-
critical events—confirmed falls and manual SOS 
triggers—interrupt any lower-priority activity 
unconditionally, regardless of that activity’s execution 
state at the moment the event arrives. Taken together, the 
three invariants rule out single-threaded, monolithic, and 
synchronous request–response designs. They lead 
directly to a multiprocessing, event-driven runtime in 
which each functional domain occupies its own OS-level 
process with dedicated CPU affinity, and all inter-
process communication is asynchronous and non-
blocking through ZeroMQ [25]. The choice of OS-level 
processes rather than threads eliminates the Global 
Interpreter Lock contention inherent in CPython and 
provides true parallelism across the four Cortex-A76 
cores of the Raspberry Pi 5 [21]. 
 
B. Five-Node Multiprocess Runtime 
The runtime consists of five OS-level processes, 
designated as nodes. Each node is bound to a defined 
CPU core set through os.sched_setaffinity() and 
communicates with the remaining nodes exclusively 
over ZeroMQ socket pairs—no shared mutable memory, 
no cross-process locking, and no blocking call across any 
process boundary. This isolation guarantees that a stalled 
or high-latency condition in one node cannot propagate 
into any other. The block-level topology is rendered in 
Fig. 2. 

 

 
Fig. 2. System architecture of ElderMate (Mango V2) on Raspberry Pi 5. 
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 Five OS-level nodes (Brain, Audio, Vision, Button, 
LLM Worker) interconnected over ZeroMQ 
PUSH/PULL and PUB/SUB sockets. Hardware 
periphery (USB microphone, CSI camera, GPIO 
button, 3.5mm speaker, A7670C GSM modem) feeds 
the respective nodes; atomic JSON writes maintain 
local data stores; the SIM Duplicate path drives offline 
SMS and voice-call dispatch. 
 
a) Brain Node.: The Brain is the central 
orchestrator. It binds three input channels: a PULL 
socket for transcribed text from the Audio Node, a 
SUB socket for fall-event and button-gesture tokens 
from the Vision and Button Nodes, and a PULL socket 
for generated replies from the LLM Worker. When a 
transcript arrives, the Brain evaluates it against the 
deterministic two-layer command router. The first 
layer performs keyword substring matching over 
nineteen eldercare tool categories; the second applies 
rapidfuzz token-set ratio scoring against canonical 
phrasings for each category. Commands resolved 
above the confidence threshold are executed in-
process through the matched fast-path handler—a path 
characterised at 1.8ms median end-to-end latency. 
Unresolved commands are forwarded to the LLM 
Worker over PUSH, and the generated reply is 
enqueued for TTS upon return. The Brain also owns 
all persistent user state: reminders, tasks, routines, 
memory facts, voice-note metadata, and event logs are 
written to JSON files under data/ through an atomic 
JsonStore abstraction that uses temporary-file rename 
semantics to prevent corruption on power interruption. 
 
b) Audio Node.: The Audio Node manages 
microphone capture and speaker output within a single 
process. A sound device non-blocking callback [55] 
captures PCM audio at 16kHz and feeds it 
continuously into a Vosk KaldiRecognizer [17]. In 
standard mode the recogniser listens for the configured 
wake phrase; on detection it transitions to full-
vocabulary recognition, accumulates audio until an 
end-of-utterance silence threshold is met, and 
forwards the finalised transcript to the Brain over 
PUSH. In reminder mode—entered through a double-
click on the GPIO button— wake-phrase detection is 
bypassed and the next utterance is captured directly as 
a reminder body. TTS playback is handled in the same 
node: reply text enqueued by the Brain is passed to the 
Piper [22] subprocess, which synthesises the 
waveform and outputs it through paplay over 
PipeWire. A generation counter mechanism enables 
the Brain to abort in-flight TTS playback when a 
higher-priority event arrives, ensuring that safety 
prompts are never delayed by conversational output. 

 
c) Vision Node.: The Vision Node runs camera 
acquisition and the fall-detection pipeline on a 
dedicated core pair. It opens the Raspberry Pi Camera 
Module through PiCamera2, acquires 1280×720 
frames in a continuous loop, and forwards each frame 

to the FallDetectionService. This service extracts three 
upper-body landmarks from MediaPipe BlazePose 
[18], [56]—nose, left shoulder, and right shoulder—
computes four kinematic signals (shoulder vertical 
position, posture compression ratio, lateral tilt angle, 
and shoulder downward velocity), and updates a zero-
training rulebased five-state finite-state machine 
(FSM). When the FSM accumulates three consecutive 
qualifying frames (≈250ms at 12FPS), it transitions to 
the FALLEN state and publishes a fall_detected token 
on its PUB socket. The Brain’s SUB subscription 
receives the token and triggers the fall response—
alarm, spoken safety prompt, and in the SIM Duplicate 
variant, GSM dispatch—independently of any 
concurrent voice interaction. Evaluated on the UR Fall 
Detection Dataset [54], this pipeline achieved 96.67% 
sensitivity (F1=0.9667) at 12.10±0.23FPS within 
295.9±3.0MB RSS, measured under concurrent full-
stack operation. 
 
d) Button Node.: The Button Node manages a single 
GPIO push button on Pin 17 through gpiozero. A 
software gesture recogniser classifies inter-press 
intervals and press durations into four normalised 
event tokens— reminder_toggle, sos_trigger, 
vision_toggle, and recording_toggle—published over 
a PUSH socket consumed by the Brain. The Brain’s 
button-event handler maps each token to the same tool 
function invoked by the equivalent voice command, 
preserving behavioural parity across input modalities 
and ensuring that emergency interaction remains 
available even when the speech path is compromised 

 
e) LLM Worker.: The LLM Worker holds the 
QLoRA fine-tuned [23] Qwen 2.5 1.5B [24] model 
(Q5_K_S GGUF, 940.4MB) in RAM and services 
inference requests from the Brain. It binds a PULL 
socket for incoming prompts, executes the llama-cpp-
python [15] inference call under the runtime 
configuration(n_threads=2,n_ctx=1024, n_gpu_layers 
=0, temperature=0.6), and returns the generated text 
over PUSH. Pinning the worker to cores {2,3} 
prevents the longest-latency operation in the runtime 
from blocking the Brain’s event loop or introducing 
jitter into the audio capture path. A generation-abort 
channel allows the Brain to send a cancellation token 
that causes the worker to discard an in-progress result 
when a safety event arrives. Under this configuration 
the worker sustains 11.33±0.13tokens/s with a 96ms 
warm-cache time-to-first token, operating on only two 
of the four available CPU cores so that vision and 
audio retain dedicated processing headroom [34]. 

 
C. Inter-Process Communication Topology 
Two ZeroMQ socket patterns structure the entire 
runtime. PUSH/PULL carries unidirectional 
command-and-reply pipelines: transcripts from Audio 
to Brain, prompts from Brain to LLM Worker, 
generated replies back to Brain, and TTS text from 
Brain to Audio. PUB/SUB carries broadcast safety 
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TABLE II CPU CORE AFFINITY ASSIGNMENTS 
Node(s) Cores Rationale 
Vision (MediaPipe + 
camera) 

{0, 1} Real-time pose 
estimation 

LLM Worker (llama.cpp) {2, 3} Matches n_threads = 2 
Brain, Audio, Button shared Latency-sensitive, 

light load 
 
events: fall_detected from the Vision Node and 
normalised gesture tokens from the Button Node, both 
consumed by the Brain’s event subscription. All sockets 
bind to local TCP loopback addresses, with no external 
network exposure at any point [25]. This topology 
guarantees that the Vision Node’s safety-critical 
detection loop is decoupled from the Audio Node’s 
conversational loop—either can stall, restart, or saturate 
its core budget without affecting the other. 
 
D. CPU Core Affinity and Resource Partitioning 
The Pi 5’s four Cortex-A76 cores [21] are statically 
partitioned across the runtime nodes through 
os.sched_setaffinity(), applied immediately after each 
process is spawned. Table II records the assignment. 
Steady-state CPU utilisation under this partitioning is 
23.81% system-wide, with peak RAM of 1.73–1.98GB 
against the 8GB LPDDR4X budget and a peak CPU 
temperature of 59◦C—well below the 80◦C thermal-
throttling threshold. The partition enables the five 
workloads to execute in true parallelism rather than 
cooperative time-sharing, which is the operative 
mechanism by which concurrent operation does not 
degrade per-subsystem throughput. 
 
E. SIM Duplicate Extension and Emergency Dispatch 
The SIM Duplicate variant extends—rather than 
replaces— the standard Mango V2 runtime. The Brain 
Node is wrapped by a duplicate module that subscribes 
to both confirmed fall tokens and manual SOS tokens 
and forwards them to the emergency dispatcher before or 
concurrently with the standard alarm response. The 
dispatcher validates the A7670C GSM modem over 
UART via pyserial, then executes a deterministic four-
step AT-command sequence: (i) modem and network 
registration check (AT+CREG?), (ii) SMS dispatch 
containing the configured user name, location string, and 
event timestamp with up to three retry attempts, (iii) 
voice-call initiation to the emergency contact with a 
configurable hold duration, and (iv) audit logging to both 
a human-readable .log and a machine-parsable .csv 
under runtime/. A dispatch_cooldown_seconds 
parameter (default 60s) prevents repeated dispatch 
within a single sustained fall event. This GSM channel 
operates independently of broadband connectivity, 
addressing the reliability concern identified in the AAL 
privacy literature [4], [7] where internet-bound alert 
paths fail during the same outages that precipitate 
emergencies. 
F. Concurrent Data-Flow Architecture 
The runtime data flow is best understood as three 
concurrent event-driven flows rather than one linear 
pipeline, as rendered in Fig. 3. The voice interaction flow 

routes microphone PCM audio through Vosk STT, 
applies the two-layer router decision (keyword match 
followed by rapidfuzz fallback), and dispatches to either 
the fast-path tool handler (∼1.8ms median) or the LLM 
Worker (∼6s median), with the reply enqueued to Piper 
TTS for speaker playback. The vision safety flow delivers 
camera frames at 12FPS through MediaPipe Pose, 
computes kinematic signals, and passes them to the five-
state FSM; on fall confirmation the Brain triggers TTS 
abort, buzzer engagement, a spoken safety prompt, and 
GSM dispatch. The button gesture flow classifies 
physical button presses into normalised event tokens that 
share the Brain’s handler logic with the equivalent voice 
commands. All three flows exchange messages 
exclusively through ZeroMQ—no shared mutable 
memory, no cross-process function calls, and no 
blocking primitives between any two nodes. 
 
G. Local Data Persistence 
All state generated by the runtime is stored locally on the 
Pi 5 filesystem, with no database server, no cloud 
synchronisation, and no network-dependent write path. 
The Brain owns six primary JSON stores 
(reminders_v2.json, tasks_v2.json, routines_v2.json, 
memory_v2.json, voice_notes_v2.json, events_v2.json) 
under data/, all written through the atomic JsonStore 
abstraction using write-then-rename semantics. Model 
artefacts—the GGUF language model, the Vosk acoustic 
model, and the Piper ONNX voice—reside under 
models/ and are read-only at runtime. This separation of 
mutable state from immutable assets means that a 
complete state backup reduces to copying two 
directories, and a factory reset to their deletion, with the 
model layer unaffected by either operation. Runtime 
artefacts—the current TTS waveform and emergency 
dispatch logs—occupy a transient runtime/ directory. 
The persistence design ensures that no user data, 
behavioural signal, or health-related observation leaves 
the physical device at any point during operation, 
directly addressing the privacy concerns documented 
across the AAL literature [4], [8]. 
 
VI. METHODOLOGY AND IMPLEMENTATION 
The runtime intelligence of ElderMate is distributed 
across six algorithmic subsystems—offline speech 
recognition, neural text-to-speech, deterministic intent 
routing, on-device language reasoning, vision-based fall 
detection, and emergency dispatch—each independently 
configured for ARM CortexA76 inference and sized to 
coexist with the others within the shared resource budget 
of the Raspberry Pi 5 platform. This section records the 
algorithmic specification and implementation-level 
configuration that governs the measured behaviour 
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reported in Section VII. The three concurrent endto-end 
flows—voice, vision, and button—are shown in Fig. 3. 
 
A. Offline Speech Pipeline 
The speech-to-text layer uses Vosk 0.3.45 with the vosk-
model-small-en-in-0.4 Indian-English compact acoustic 
model (≈40MB on disk), a Kaldi-based streaming 
recogniser exposing a KaldiRecognizer API over 16kHz 
PCM audio [17]. Microphone audio is captured through 
a sounddevice non-blocking callback [55] at 16kHz with 
blocksize=0, which delegates buffer management to the 
OS and eliminates the input-overflow conditions 
observed under sustained load with fixed block sizes. 
Wakephrase detection operates in Vosk’s keyword-list 
mode with a reduced search space, lowering CPU cost to 
under 2% of a single core during continuous wake 
listening. On wakephrase detection the recogniser 
transitions to full vocabulary, accumulates audio until a 
silence-bounded end-of-utterance event, and forwards 
the finalised transcript to the Brain Node over ZeroMQ 
PUSH [25]. The closest published Pi 5 voicepipeline 
reference reports 2.2s end-to-end response latency [19]; 
the present pipeline measures 436.8±77.3ms mean STT 
latency on standardised 3s clips, approximately 16% 
faster than the same-hardware peer baseline of 
520±80ms reported by Mekonnen et al. [20]. 
Speech synthesis uses Piper [22] with the en_US-lessac-
medium ONNX voice, invoked as an isolated subprocess 
from the Audio Node. Subprocess isolation prevents 
synthesis latency from blocking the capture loop—a 
pattern that generalises to any future component whose 
call duration exceeds the audio capture cycle. Playback 
routes through paplay to honour the PipeWire daemon, 
with aplay retained as an ALSA fallback. A generation- 

counter mechanism, implemented as a monotonically 
increasing integer shared between the Brain’s event path 
and the Audio Node’s playback path, allows the Brain to 
abort in-flight TTS playback when a higher-priority 
event arrives. This mechanism is the operative guarantee 
that a fall alarm is never delayed by conversational 
output. 
 
B. Deterministic Two-Layer Command Router 
A more consequential design choice than any individual 
model selection is the observation that the majority of 
daily eldercare commands are deterministic tool 
invocations, not open-ended queries. Routing these 
through a language model adds several seconds of 
generation latency and consumes CPU budget 
unnecessarily. The deterministic router 
(router_v2.py::_heuristic_plan) classifies incoming 
transcripts into one of nineteen eldercare tool 
categories— time, date, reminder add/list, task 
add/list/mark-done, routine list, voice-note 
record/play/list, memory save/search, system status, 
SOS, and vision toggle—before the language model is 
consulted. 
The algorithm combines two matching layers. Layer 1 
performs keyword substring matching through Python’s 
native string-containment operators, checking for 
commandindicative phrases (remind me, add task, what 
time, call for help). Layer 2 computes rapidfuzz tokenset 
ratio and partial-ratio scores against canonical phrasings 
for each tool category, accepting a match when the score 
exceeds a configurable threshold (default 75). 
Commands resolved above threshold by either layer are 
executed in-process through the 

 
Fig. 3. End-to-end concurrent data flows in ElderMate 

 
Three independent flows—voice (Audio → Vosk → 
Brain → router fast-path or LLM Worker→ Piper → 
speaker), vision/safety (PiCamera2 → MediaPipe Pose 
→ kinematic FSM → ZMQ PUB → Brain → buzzer / 
TTS / GSM dispatch), and button (GPIO Pin 17 → 
gesture recogniser → ZMQ PUSH → Brain)—converge 
at the Brain over ZeroMQ sockets. Thick red paths 
indicate emergency-priority dispatch. 
 

Brain’s matched fast-path handler. Unresolved 
transcripts are escalated to the LLM Worker with 
accumulated conversation context. 
This design choice matters because it creates a dual-
latency profile: deterministic eldercare commands 
complete in a measured 1.8ms median end-to-end, while 
expressive queries remain possible through the LLM 
fallback without forcing a cloud dependency. 
Benchmarked across 3,250 calls (65 commands × 50 
repeats spanning all 19 tool categories), the router 
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achieves 96.92% classification accuracy at 0.102ms 
mean routing latency (median 0.082ms, p95 0.244ms)— 
roughly three orders of magnitude below the published 
Pi 5 priority-queue baseline [20]. The two-layer design 
absorbs minor ASR transcription errors that exact 
keyword matching alone would not tolerate. 
 
C. On-Device Language Model: QLoRA-Fine-Tuned 
Qwen 2.5 1.5B 
The conversational layer is provided by a QLoRA-
finetuned Qwen 2.5 1.5B language model [24], exported 
to Q5_K_S GGUF format (940.4MB on disk) and served 
through the llama-cpp-python binding to llama.cpp [15]. 
Base-model selection. Qwen 2.5 1.5B was selected after 
evaluating the 1B–3B parameter range against three 
deployment constraints: the model must fit within 
approximately 1GB in quantised form; it must load in 
under two seconds on a cold start; and it must sustain 
coherent multi-turn generation above 8tokens/s using at 
most two CPU threads. Models below 1B parameters 
produced elevated rates of fabricated medication 
guidance and tonally inappropriate responses to 
expressions of loneliness on the eldercare prompt set. A 
benchmarking study of sub-8B LLMs on Raspberry Pi 5 
confirmed that aggressive quantisation below the Q4 tier 
introduces observable quality degradation for safety-
adjacent tasks [16]. 
QLoRA fine-tuning. The base model was adapted using 
QLoRA [23], which freezes base weights in 4-bit NF4 
precision and trains low-rank adapter matrices attached 
to all seven linear projection layers (q_proj, k_proj, 
v_proj, o_proj, gate_proj, up_proj, down_proj) with rank 
r = 16 and scaling factor α = 32. Training ran for three 
epochs over a 5,523-record synthetic eldercare corpus 
constructed from Facebook AI’s empathetic_dialogues 
seeds [57] with conversational turns generated through 
constrained decoding via vLLM 0.5.4 [58] and a 
Pydantic schema. Each record follows the ChatML 
multi-turn schema—system message, then four 
alternating user and assistant turns with assistant replies 
constrained to 15–35 words. The merged adapter weights 
were exported to Q5_K_S GGUF through the llama.cpp 
conversion tooling [15]. 
 
Inference configuration. The GGUF model is loaded by 
the LLM Worker under the following runtime 
parameters: n_threads=2 (reserving two of four Cortex-
A76 cores for concurrent vision and audio), n_ctx=1024, 
n_gpu_layers=0 (CPU-only), and temperature=0.6. The 
two-thread allocation is the operative scheduling 
decision that prevents languagemodel generation from 
monopolising the CPU during concurrent operation. 
Under this configuration, process RSS is 1,066±4MB, 
warm-cache time-to-first-token is 
97.1±0.3ms, and sustained generation throughput is 
11.33±0.13tokens/s. Mixed-precision quantisation with 
ARM NEON vectorisation has been shown to deliver up 
to 15× decoding speedup over FP32 inference on the 
Cortex-A76 architecture [34], providing the hardware-
level performance ceiling that this throughput 
approaches. Contextwindow management truncates the 

oldest user–assistant turn pairs as the accumulated token 
count approaches the 1,024-token limit. 
 
D. Vision-Based Fall Detection: Zero-Training 
Kinematic FSM 
The fall-detection subsystem diverges from every Pi-
class baseline reviewed in Section II on two design 
dimensions. First, it is a zero-training rule-based finite-
state machine built on MediaPipe BlazePose landmarks 
[18], [56]—no learned weights, no training set, and no 
dataset-specific bias in the production inference path. 
Second, it operates concurrently with the speech, 
language-model, and daily-assistance workloads on the 
same device—a concurrent-operation constraint not 
addressed by prior fall-detection studies on SBC 
hardware, which evaluate detectors in isolation [26], 
[28], [32], [33]. 
Pose estimation. BlazePose extracts 33 body landmarks 
per RGB frame, optimised for real-time ARM inference 
[18]. The detector consumes only three landmarks—
nose (index 0), left shoulder (index 11), and right 
shoulder (index 12)— because the upper-body head-and-
shoulder region remains visible across the widest range 
of camera positions and residential room layouts. Only 
skeletal-joint coordinates pass downstream; no raw RGB 
frames are stored or transmitted, consistent with the 
privacy-by-design principle documented in the AAL 
literature [7], [29]. 
 
Kinematic signals. Four posture and motion signals are 
computed per frame from the three landmark positions: 
(i) shoulder vertical position—mean of the normalised y-
coordinates of both shoulders, providing a coarse 
estimate of upright body extent; (ii) posture compression 
ratio—ratio of nose-to-shoulder vertical distance to its 
baseline established during initialisation, capturing the 
vertical-extent collapse characteristic of a fall; (iii) 
lateral shoulder tilt angle—arctan(∆y/∆x) between the 
two shoulders, detecting sideways falls that the vertical 
signal alone misses; and (iv) shoulder downward 
velocity—frame-toframe derivative of shoulder vertical 
position, distinguishing rapid postural collapse from 
slow postural change such as sitting down. 
 
Finite-state machine. The four signals drive a five-state 
FSM: Initialising → Standing → Sitting → Fall 
Candidate → Fallen. During Initialising, the detector 
establishes baseline values for each signal. From 
Standing, rapid shoulder descent combined with high 
downward velocity and a compression ratio below the 
configured threshold transitions to Fall Candidate. If the 
condition persists for fall_confirmation_frames=3 
consecutive qualifying frames (≈250ms at 12FPS), the 
FSM transitions to Fallen and the Vision Node publishes 
a fall_detected token over ZeroMQ PUB. A 
fall_cooldown_seconds=5.0 window then suppresses 
further publication before the FSM resets. The three-
frame confirmation is a deliberate trade-off: a single-
frame trigger elevates false-alarm rates from transient 
postural disturbances, while three frames provide 
sufficient temporal evidence for discrimination at the 
cost of a small additional detection latency that remains 
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inside the clinically meaningful response window. 
Evaluated on the UR Fall Detection Dataset [54], this 
pipeline achieved 96.67% sensitivity (F1=0.9667) and 
90.91% specificity at 12.10±0.23FPS within 
295.9±3.0MB RSS—measured under concurrent 
fullstack operation, not in single-task isolation. Fig. 4 
shows a representative fall-detection event captured 
during live operation, with the MediaPipe Pose skeleton 
overlay and the “FALL DETECTED” alert rendered on 
the Vision Node output. 
 
E. Emergency Dispatch and Safety Escalation 
Two pathways escalate to emergency dispatch 
independently of the conversational layer. The vision 

pathway activates when the Vision Node publishes a 
confirmed fall_detected token: the Brain interrupts 
active TTS through the generation counter mechanism, 
asserts the GPIO buzzer alarm, speaks a configured 
safety prompt, and (in the SIM Duplicate variant) 
invokes the GSM dispatch module. The tactile pathway 
activates on a four-click gesture against the GPIO push 
button on Pin 17. Both pathways converge on a single 
Brain-side handler, preserving behavioural consistency 
across input modalities. In  the  SIM  variant, the 
dispatch module (emergency_calling_duplicate.py) 
executes a deterministic four-stage AT-command 
sequence over UART to the A7670C GSM modem via 
pyserial: (i) modem 

 

 
Fig. 4. Live fall-detection event on ElderMate.  

 
 The MediaPipe Pose skeleton is overlaid on the camera 
feed; the  “FALL DETECTED!” alert (top-left, red) fires 
after three consecutive qualifying frames confirm a rapid 
postural collapse. Kinematic signal values (shoulder 
vertical position, compression ratio) are displayed at the 
bottom of the frame. The scene depicts a home 
environment fall scenario processed in real time at 
12.10FPS on Raspberry Pi 5 under concurrent full-stack 
operation validation and network registration check 
(AT+CREG?); (ii) SMS dispatch—event type (FALL or 
SOS), user name, configured location, and timestamp—
with up to three retry attempts, terminated by the 0x1A 
(Ctrl-Z) sentinel; (iii) voice-call initiation 
(ATD<number>;) with configurable hold duration; and 
(iv) audit logging to both runtime/ emergency_ 
duplicate.log and runtime/ emergency_ duplicate.csv. A 
dispatch_cooldown_seconds parameter (default 60s) 
prevents repeated dispatch from a single sustained fall 
event. This GSM channel operates entirely 
independently of broadband connectivity, directly 
addressing the reliability concern identified in the AAL 
literature where internet-bound alert paths fail during the 
same outages that precipitate emergencies [4], [7]. 
F. Implementation: Integration Patterns and Deployment 
The six algorithmic subsystems are assembled into a 
single deployable runtime along three integration 
boundaries that recur throughout the system. 
Subprocess isolation for blocking inference. Piper TTS 
executes as a subprocess invoked from the Audio Node, 

communicating through standard input and a temporary 
WAV file 
(runtime/mango_v2_tts.wav). This isolation prevents 
synthesis latency from blocking the Audio Node’s 
capture loop and generalises to any future component 
whose call duration exceeds the audio capture cycle. 
Process-per-node with ZeroMQ across boundaries. Each 
of the five nodes is launched as an independent 
multiprocessing. Process instance through the launcher 
module (app_v2_duplicate.py), which performs pre-
flight validation—confirming the existence of all model 
files on disk, testing audio-device accessibility, and 
verifying camera access—before spawning. CPU core 
affinity is applied through affinity_v2.py immediately 
after each process is created. No shared mutable memory 
exists between any two nodes, no Python-level threading 
lock crosses a process boundary, and no synchronous 
function call bridges from one node into another [25]. 
The LLM Worker pattern—PULL prompt, PUSH reply, 
separate cancellation channel—generalises to any future 
high-latency inference component requiring mid-
execution abort capability. 
Single configuration source. config_v2_duplicate.yaml 
is the single authoritative configuration file for the 
runtime. It defines model paths, ZeroMQ transport 
addresses, fall-detection thresholds, CPU affinity 
assignments, JSON store paths, button timing, and the 
entire emergency_duplicate block governing GSM 
dispatch. Operational changes—emergency contact, fall 
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thresholds, modem port—are made by editing this file 
and restarting the runtime, with no source-code 
modification required. 
All state generated by the runtime is persisted locally 
through six JSON stores (reminders_v2.json, 
tasks_v2.json, routines_v2.json, memory_v2.json, 
voice_notes_v2.json, events_v2.json) under data/, 
written through an atomic Json Store abstraction using 
write-then-rename semantics to prevent partial-write 
corruption on power interruption. Model artefacts—the 
GGUF language model (940.4MB), the Vosk acoustic 
model (≈40MB), and the Piper ONNX voice (≈60MB)—
reside read-only under models/. This separation of 
mutable state from immutable assets means that a 
complete state backup reduces to copying two 
directories, and a factory reset to their deletion. No user 
data, behavioural signal, or health-related observation 
leaves the physical device at any point during operation 
[4], [8]. 
 
VII. EXPERIMENTAL SETUP 
The evaluation characterises the five subsystems 
described in Section V—fall detection, voice pipeline, 

deterministic router, local LLM, and whole-system 
integration—under concurrent runtime conditions on the 
target deployment hardware. No benchmark was run 
with subsystems disabled to inflate single-task figures; 
all reported numbers reflect the conditions under which 
the system would operate in an eldercare home. 
 
A. Platform and Runtime Configuration 
All measurements were obtained on a single Raspberry 
Pi 5 (8GB LPDDR4X RAM, ARM Cortex-A76 quad-
core at 2.4GHz, no hardware accelerator) [21]—the 
same device that constitutes the target deployment 
platform. No GPU, no offdevice compute, and no 
internet connectivity were used at any stage of the 
evaluation. Speech recognition, language-model 
generation, pose estimation, and speech synthesis all 
executed on the Pi 5 CPU through ARM NEON SIMD-
accelerated libraries. The runtime was launched through 
the standard entry point: 
python -m mango_v2.main_duplicate -config 
config_v2_duplicate.yaml 

 
TABLE III 

EVALUATION TRACKS WITH TEST DATA AND SAMPLE COUNTS 
Track Subsystem Test Data Sample 

Count 
1 Fall detection URFD fall + 

ADL subsets 
[54] 

30 fall + 11 
ADL = 41 

2 Voice pipeline Curated
 eldercare 
commands 

20 E2E (10 
fast 
+ 10 LLM) 

3 Local LLM Short/med./long 
prompts + 60s 
sustained 

3×3 repeats 
+ 
8 sustained 

4 Command 
router 

65 commands 
× 
50 repeats 

3,250 calls 

5 Whole-system 13 E2E eldercare 
scenarios 

13 scenarios 

 
This command spawns all five process nodes (Brain, 
Audio, Vision, Button, LLM Worker) with the CPU 
affinity assignments described in Section IV: the Vision 
Node pinned to cores {0,1}, the LLM Worker to cores 
{2,3}, and the Brain, Audio, and Button nodes sharing 
the remaining schedulable set. Resource sampling—
CPU utilisation, RSS RAM, and CPU temperature—was 
performed at 2Hz through psutil, with the first time-
series sample excluded as a process-startup artefact. 
 
B. Evaluation Tracks and Test Data 
The evaluation is organised across four independent 
subsystem tracks plus a whole-system integration test. 
Each track measures a distinct subsystem against an 
established benchmark or reference baseline. Table III 
summarises the track-to-data mapping. 
 

C. Fall-Detection Evaluation Protocol 
The fall detector is a zero-training rule-based FSM over 
MediaPipe Pose landmarks (Section V-D); it contains no 
learned weights and is not trained on URFD or any other 
fallvideo corpus. A train–test split is therefore not 
applicable: the URFD dataset [54] is used in its entirety 
as the evaluation set, with no part ever exposed during a 
training procedure. 
The fall subset (D1) comprises 30 of the 35 URFD fall 
sequences (videos 1–20 and 26–35); sequences 21–25 
referenced in the URFD label CSV were absent from the 
test batch and could not be processed in this run. If any 
of the five missing sequences contains a fall that the 
detector would miss, the reported sensitivity may 
overstate performance on the full 35-sequence set—a 
data-completeness gap recorded as an evaluation 
limitation. Each video was processed at 1280×720 
resolution at 12FPS by the Vision Node, with total wall 
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time of 247.8s (≈4.1min). The ADL subset (D2) consists 
of 11 non-fall activity sequences—sitting, lying down, 
bending, picking up objects, and a going-to-sleep 
scenario—evaluated concurrently to yield the specificity 
figure and complete confusion matrix. URFD is widely 
cited in the Pi-class fall-detection literature and is the 
benchmark used by Sykes et al. [28], Vargas et al. [26], 
Elwaly et al. [33], Ukampan et al. [32], and the 2025 
MDPI Sensors ensemble study [29], enabling 
comparison under matched data conditions. 
Reported metrics for fall detection are: sensitivity 
(recall), specificity, precision, F1 score, balanced 
accuracy, false-alarm rate, detection-lead-time offset 
relative to the URFD “lying-onground” annotation, 
processing FPS (mean ± SD), RSS RAM, single-core-
equivalent CPU utilisation, and peak CPU temperature. 
The 95% Wilson confidence interval on specificity is 
reported to characterise the statistical uncertainty 
imposed by the small ADL sample. 
 
D. Voice-Pipeline and Router Evaluation Protocol 
The voice pipeline (D4) was characterised using 10 
audio clips of 3s each at 16kHz, collected across two 
independent recording sessions on 22 and 23 April 2026. 
Latency was measured from end-of-utterance silence to 
finalised Vosk transcript [17], and Word Error Rate 
(WER) was computed per-utterance via Levenshtein 
alignment against known reference text. The 3s clip 
length matches the protocol used by Mekonnen et al. [20] 
on identical hardware, enabling a same-stack latency 
comparison. 
The command-router evaluation (D5) used a curated set 
of 65 test commands spanning all 19 router tool 
categories, each repeated 50 times for a total of 3,250 
calls with a 5-call warmup excluded from statistics. 
Inputs are clean text—the router is measured in isolation, 
not after STT—to separate routing accuracy from 
upstream transcription noise. Reported metrics are: 
classification accuracy (overall and per-category), 
routing latency distribution (mean, median, p90, p95, 
max), and per-category failure-mode root-cause 
analysis. 
 
E. LLM Evaluation Protocol 
The LLM throughput benchmark (D3) used three prompt 
sizes (5, 33, and 75 input tokens), each repeated three 
times, plus 8 sustained back-to-back inferences over a 
60s window under the runtime configuration described 
in Section V-C 
(n_threads=2, n_ctx=1024, temperature=0.6). 
Reported metrics are: sustained generation throughput in 
tokens per second (mean ± SD), warm-cache time-to-
firsttoken (TTFT), cold-start model load time, process 
RSS, and peak CPU temperature. Conversational 
response quality was assessed through a curated 10-
prompt manual evaluation rather than held-out 
perplexity, since the full 5,523-record synthetic corpus 
was used for QLoRA fine-tuning [23] with no partition 
retained—a methodological choice recorded explicitly 
as a limitation. 
 

F. Whole-System Integration Protocol 
The Track 5 whole-system test (D5) executed 13 endto-
end eldercare scenarios against the live SIM Duplicate 
runtime over real ZeroMQ transport [25], with all five 
OSlevel processes active and concurrent. The scenarios 
span six capability categories: information retrieval 
(time, date, day), reminder lifecycle (add, list), task 
lifecycle (add, list), memory persistence (save, search), 
open-ended LLM conversation, and emergency SOS 
triggering. Execution was sequential with 3s pauses 
between scenarios. 
Reported metrics are: end-to-end response success rate, 
fastpath versus LLM-path latency split, SOS 
acknowledgement latency, and system resource 
utilisation under concurrent load. The honest end-to-end 
path-correctness metric—whether each scenario was 
served by its expected routing path—is reported 
separately from the response-success rate to distinguish 
correct outcomes from correct-path outcomes. No public 
benchmark exists that combines short-form spoken 
eldercare commands with router-tool annotations and 
concurrent vision load; all Track 2, 4, and 6 test sets were 
therefore authored by the project. 
 
G. Baselines for Cross-System Comparison 
Three same-hardware peer baselines frame the 
evaluation results. Mekonnen et al. [20] report 
520±80ms mean STT latency and 78±12% CPU 
utilisation on a Pi 5 running YOLOv8, Vosk, and Piper 
concurrently—the strongest published evidence for 
multi-workload AI on a single Pi 5. Girish et al. [19] 
report 2.2s end-to-end response latency at 2.5% WER on 
Pi 5 with an offline voice assistant. A benchmarking 
study of sub-8B LLMs on Raspberry Pi 5 
[16] provides the throughput envelope for quantised 
language model inference on the Cortex-A76 
architecture. Comparisons with these baselines are 
indicative; dataset subsets, evaluation protocols, and 
concurrent-workload conditions differ across the studies. 
 
VIII. RESULTS AND ANALYSIS 
This section reports the measured performance of 
ElderMate across the five evaluation tracks described in 
Section VI. All measurements were obtained on the 
target Raspberry Pi 5 under concurrent full-stack 
operation—no subsystem was disabled to inflate single-
task figures. Table IV summarises the headline result 
from each track against its declared target; per-
subsystem analysis follows. 
 
A. Fall Detection (Track 1) 
On the combined URFD evaluation set (n=41: 30 fall 
sequences plus 11 ADL sequences), the zero-training 
rulebased FSM correctly identified 29 of 30 falls and 
correctly passed 10 of 11 non-fall activities, yielding 
96.67% sensitivity, 
90.91% specificity, 96.67% precision, and an F1 score of 
0.9667. Overall accuracy across the combined set was 
95.12%, with a balanced accuracy of 93.79%. 
The single false negative occurred on video_14, a 61-
frame clip in which the annotated impact occurs at frame 
45, leaving only 16 post-impact frames—insufficient for 
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the three-frame confirmation window to close before clip 
end. This is a benchmark artefact attributable to the short 
clip duration; it would not occur on a continuous live 
camera feed, where post-impact frames are unbounded. 
The single false positive occurred on adl-03, a going-to-
sleep sequence in which the subject performs a slow, 
deliberate descent to a lying posture. Under the current 
heuristic, this kinematic profile is indistinguishable from 
a genuine fall—a specific calibration target for future 
work. 
Detection timing analysis reveals that 28 of the 29 true-
positive detections fired before the URFD “lying-
onground” annotation, with a mean offset of −663.2ms 
(median −666.7ms, SD ≈370ms). This leading offset 
arises because the FSM triggers on peak descent 
velocity—a kinematic leading indicator—rather than on 
post-impact resting posture. The interpretation is not 
anticipatory detection but rather a difference in what the 
detector and the annotation each define as the fall event. 
Only video_01 (+733ms) fired after the annotated time. 
Processing throughput was 12.10±0.23FPS across the 
30video fall subset (total wall time 247.8s), with no 
thermal drift or FPS degradation over the session. The 
Vision Node consumed 295.9±3.0MB RSS and 
68.9±3.0% single-coreequivalent CPU, measured while 
the Audio Node, LLM Worker, Brain, and Button Node 
ran concurrently on the same device. Memory trajectory 
drift was +5.7MB between the first and last quarter of the 
session—consistent with normal allocator behaviour 
rather than a memory leak. The 95% Wilson confidence 
interval on specificity spans [58.7%, 99.8%], reflecting 
the small ADL sample; this wide interval is reported 
transparently. 
 

B. Voice Pipeline (Track 2) 
Vosk speech-to-text completed in 436.8±77.3ms on 
standardised 3s clips (n=10 across two independent 
sessions), approximately 16% faster than the same-
engine same-hardware peer baseline of 520±80ms, 
though the difference falls within both error bars. The 
Vosk model load time was 0.3–0.9s (onetime per process 
launch), and CPU utilisation during inference was 
0.16±0.36% single-core-equivalent. 
Voice queries that resolved through the deterministic 
router returned in a mean of 2.99ms end-to-end (median 
1.90ms, range 0.7–9.9ms, n=8)—including ZeroMQ 
transport, Brain dispatch, tool-handler execution, and 
TTS enqueue. This is approximately 300× faster at the 
median than the published Pi 5 priority-queue baseline 
of 600±100ms. Open-ended queries that fell through to 
the LLM returned in a median of 6,004ms (mean 
7,672±4,000ms, p95=12,981ms, n=10). One 16,863ms 
outlier was traced to a fall-detector event firing into the 
voice-test channel during the run; it is excluded from the 
statistics and recorded as a cross-subsystem 
contamination artefact. 
The WER analysis exposed a pronounced session effect. 
Run 1 (22 April) achieved 5.0% WER under controlled 
acoustic conditions; Run 2 (23 April) degraded to 53.3% 
due to systematic confusion of the wake phrase “mango” 
as “my go” or “go.” Corpus-level WER was 25.7% (9 
errors across 35 reference words: 4 substitutions, 2 
deletions, 3 insertions). The sentence-level word-perfect 
rate was 4/10 (40%), and wakephrase recognition 
reached 5/10 (50%). The degradation traces to 
environmental acoustics rather than model regression, 
and acoustic robustness is identified as the priority 
improvement target. 

 

 
Active-pipeline resource utilisation was 20.4±9.5% 
CPU, 1,851±69MB RAM, and a peak temperature of 
48◦C—well below the 80◦C throttling threshold. 
 
C. Local Language Model (Track 3) 
The QLoRA-fine-tuned Qwen 2.5 1.5B model (Q5_K_S 
GGUF, 940.4MB) sustained 11.33±0.13tokens/s under 
the runtime configuration (n_threads=2, n_ctx=1024), 
exceeding the 8tok/s target by 42%. Warm-cache time-

to-firsttoken stabilised near 95–96ms regardless of 
prompt length (95.2ms short prompt, 96.26ms long 
prompt), and cold-start model load completed in 0.43s. 
Process RSS at runtime was 1,066±4MB—the dominant 
single-process memory cost in the stack. No throughput 
drift was observed across the 60s sustained-inference 
window. 
Manual evaluation of conversational quality against 10 
curated eldercare prompts rated 9 of 10 responses as 

TABLE IV 
HEADLINE RESULTS PER EVALUATION TRACK AGAINST DECLARED TARGETS 
Track Subsystem Target Measured Status 
1 Fall detection ≥0.95 sens. at ≥10 

FPS, 
≤350 MB 

96.67% sens.; F1=0.9667; 
12.10±0.23 FPS; 295.9±3.0 
MB; Spec.90.91% 

Met 

2 Voice pipeline ≤520 ms mean STT 436.8±77.3 ms;
 WER 25.7% 
corpus-level 

Met 
(latency) 

3 Local LLM ≥8 tok/s; TTFT ≤2 s 11.33±0.13 tok/s; 96 ms 
warm TTFT; 0.43 s load 

Met 

4 Command router ≤10 ms median; 
≥85% acc. 

0.102 ms mean; 96.92%
 acc. 
(n=3,250) 

Met 

5 Whole-system ≥85% scenario 
success 

12/13=92.31%; fast-path 
1.8 ms median; SOS 304 ms 

Met 
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contextually appropriate. The single non-appropriate 
output was a refusal (“I’m sorry, I can’t assist with that”) 
returned to a query about dizziness—a health-adjacent 
question within the intended companion scope. This 
suggests that the safetyfiltering signal in the synthetic 
fine-tuning corpus may overrefuse on health-adjacent 
inputs, identifying it as a calibration target for 
subsequent iterations. The n=10 sample precludes a 
stronger quality claim; a held-out perplexity evaluation 
is identified as a required extension. 
 
D. Deterministic Command Router (Track 4) 
Across 3,250 invocations (65 commands × 50 repeats 
spanning all 19 tool categories), the two-layer router 
resolved 96.92% of commands correctly at a mean 
latency of 0.102ms (median 0.082ms, p95 0.244ms, 
worst-case 0.290ms). The 3.08% error rate traced to two 
misclassifications sharing a single root cause: a 
substring-overlap rule between the day and today 
keywords that escalates certain phrasings to the LLM 
instead of handling them deterministically. This is a 
pattern-priority ordering issue rather than a limitation of 
the two-layer matching algorithm, and is correctable 
with a singlefile rule edit. 
 
E. Whole-System Integration (Track 5) 
The whole-system test executed 13 end-to-end eldercare 
scenarios against the live SIM Duplicate runtime with all 
five nodes active and concurrent. Twelve of thirteen 
scenarios produced the expected system response, 
yielding a 92.31% response success rate. The seven fast-
path-resolved scenarios completed at a median end-to-
end latency of 1.8ms; the two correctly-routed LLM-path 
scenarios completed at approximately 17.5s each; and 
the SOS trigger was acknowledged in 304ms. 
A more honest metric is path correctness: whether each 
scenario was served by its expected routing path. On this 
measure, the score is 9/13 (69.23%). Three scenarios—
query_day, save_memory, and system_status—received 
a response but on the LLM path instead of the expected 
fast path, incurring latencies of 21,294ms, 12,767ms, and 
17,588ms respectively. A fourth (search_memory) timed 
out beyond 30s due to a cascading upstream mis-route. 
Post-evaluation analysis traced all four failures to a 
normalisation difference between the _heuristic_plan() 
evaluation path and the live _handle_fast_command() 
brain dispatcher: the live path applies additional text 
preprocessing that subtly changes the string the router 
receives. These are deterministic implementation bugs—
not stochastic LLM failures—and the fix is a single-file 
text-preprocessing alignment. 
 
F. Integrated Resource Profile 
With all five concurrent processes active, the system 
measured 23.81% mean CPU utilisation and 1.73GB 
RAM at steady state, against the Pi 5’s 8GB LPDDR4X 
budget. The dominant memory consumers are the LLM 
Worker (1,066MB) and the Vision Node (296MB). Peak 
CPU temperature was 59◦C—21◦C below the 80◦C 
throttling threshold—with no throttle events recorded in 
any benchmark run. Approximately 76% of CPU 
capacity and 6.4GB of RAM remain as unallocated 

headroom, indicating that the concurrent multimodal 
stack operates well within the platform’s thermal and 
computational envelope. 
The dual-latency profile created by the router is the 
operative result of the integrated stack: deterministic 
eldercare commands feel instantaneous at 1.8ms, while 
expressive openended queries remain possible through 
the LLM fallback at 6–17.5s without requiring cloud 
connectivity. The threeorders-of-magnitude gap between 
these two paths, visualised in Fig. 5, confirms that 
treating common-case commands as deterministic tool 
invocations is a structural design advantage rather than a 
downstream optimisation. 
 
IX. COMPARATIVE DISCUSSION 
This section situates the measured results of Section VII 
against the closest published systems. All comparisons 
are indicative: evaluation datasets, concurrency 
conditions, and hardware configurations differ across the 
cited studies. Table V summarises the landscape; the 
narrative below interprets the patterns that emerge from 
it. 
A. Fall Detection: Competitive Sensitivity Without 
Training Data 
On the fall-detection axis, the closest comparable result 
is Sykes (2024) [28], who reports 95.24% sensitivity 
using a MediaPipe-plus-Transformer learned classifier 
on Raspberry Pi hardware. ElderMate’s rule-based FSM 
reaches 96.67% sensitivity (F1=0.9667) on the URFD 
subset without any learned weights. Elwaly et al. [33] 
report 96% accuracy with quantised YOLOv7 on a 
Jetson Nano, but that platform requires GPU acceleration 
at roughly double the hardware cost. Vargas et al. [26] 
report 91.6–93.1% sensitivity using SSD-MobileNet-V2 
on a Raspberry Pi 4B, and both Ukampan et al. [32] and 
Pereira [27] demonstrate that YOLOv8 and YOLOv5mu 
variants achieve strong accuracy on embedded 
platforms, though both require GPU hardware or 
evaluate detectors in isolation from other workloads. 
Two observations stand within these bounds. First, the 
zerotraining FSM achieves sensitivity competitive with 
trainedmodel baselines while requiring no labelled 
dataset, no GPU, and no training infrastructure—a 
property that eliminates dataset-specific bias from the 
production inference path. Second, and more 
consequentially, this is the only sensitivity figure in the 
comparison obtained under concurrent operation with a 
voice pipeline, a language model, and a daily-assistance 
layer on the same four-core device. Every other detector 
in Table V was benchmarked in single-task isolation. The 
practical significance is that ElderMate’s fall detection 
does not degrade when the LLM is generating or the 
Audio Node is processing speech, because the Vision 
Node occupies a statically partitioned core pair. 
 
B. Voice Pipeline: Dual-Latency Advantage Over Single-
Path Designs 
Girish et al. [19] report the most directly comparable Pi 
5 voice figure: approximately 2.2s end-to-end response 
latency at 2.5% WER. ElderMate’s Vosk-based STT 
measures 436.8±77.3ms—a reduction of roughly five-
fold— while sustaining concurrent fall detection and 
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LLM inference workloads that the Girish system does 
not carry. Mekonnen et al. [20] report 520±80ms STT 
latency and a priorityqueue command dispatch at 
approximately 600ms on the same engine and hardware; 
ElderMate’s fast-path median of 1.8ms is approximately 
300× faster than this baseline. 
The structural difference is not speed alone but the dual-
path design. Every reviewed Pi-class voice assistant 
treats every utterance as one homogeneous unit 
dispatched to a single handler. ElderMate’s two-layer 
router separates deterministic tool invocations (1.8ms 
median) from open-ended queries (6.0s median), 
creating a three-orders-of-magnitude latency gap that 
makes common-case eldercare commands feel 
instantaneous while preserving LLM fallback for 
expressive dialogue. No reviewed system on Pi-class 
hardware reports a comparable dual-path architecture 
with measured latency in both paths. 
 
C. On-Device LLM: Concurrent-Workload Throughput 
A benchmarking study of sub-8B LLMs on Raspberry Pi 
5 [16] confirms that 1B–3B models achieve 5–
11tokens/s under quantised CPU-only inference. 
ElderMate’s QLoRAfine-tuned Qwen 2.5 1.5B sustains 
11.33±0.13tok/s at the upper end of this envelope, but 
with a distinction not present in isolated benchmarks: the 
throughput was measured while the Vision Node, Audio 
Node, Brain, and Button Node ran concurrently on the 
same device. The 0.43s cold-start load time is 
operationally relevant for a 24/7 system that may need to 
restart after a power interruption. Cloud-accelerated 
systems such as Anisa [12] and the Zenbo–Alexa 
architecture [51] achieve lower per-query latency 
through Groq or AWS endpoints, but sacrifice offline 
operation and transmit user data to external servers—a 
trade-off that user-perception studies report older adults 

experience as surveillance rather than support [8]. A 
recent evaluation of cloud-based LLMs applied to 
companion robots for elderly dialogue further 
documented latency variability, hallucination, and 
acoustic fragility as recurring deployment barriers [13]. 
 
D. The Integration Gap 
The more substantive contribution lies not in any single 
column of Table V but in their combination. A landscape 
analysis of in-home eldercare robots identified six core 
capabilities— exploration, identification, 
communication, remote control, monitoring, and social 
interaction—yet sustained adoption remains low across 
all of them [5]. The pattern is functional fragmentation: 
Sykes [28], Vargas et al. [26], Elwaly et al. [33], and 
Ukampan et al. [32] each address fall detection without 
dialogue. Girish et al. [19] and Mekonnen et al. [20] 
address voice interaction without companionship or 
emergency escalation. ElliQ [11] provides dialogue and 
daily assistance but requires cloud connectivity at $1,599 
plus a monthly subscription with no fall detection. 
Research platforms such as ENRICHME’s TIAGo [45] 
and Pepper [9] combine multisensor perception with 
conversational interaction, but at hardware costs 
exceeding $20,000 and with cloud-dependent NLP 
layers. A ten-week care-home deployment of Pepper 
confirmed positive engagement but required continuous 
Wizardof-Oz moderation [10], underscoring the 
limitations of scripted dialogue on expensive hardware. 
Clinical trials with dedicated medication-management 
robots have demonstrated measurable caregiver-
workload reduction [48], and reinforcementlearning-
based medication-reminder systems report improved 
adherence [39], but these remain single-function systems 
without vision or emergency capabilities. Recent 
multifunctional 

 

 
Fig. 5. Latency comparison across ElderMate subsystems (log scale, milliseconds). The deterministic router 
resolves daily-care commands in 0.102ms; the fast-path end-to-end median is 1.8ms; SOS acknowledgement 

completes in 304ms; Vosk STT processes 3s clips in 436.8±77.3ms; and the LLM-path median is 6,004ms 
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(p95=12,981ms). The router fast-path is approximately 6,000× faster than the closest published Pi-5 priority-
queue baseline (600ms). Error bars on STT indicate ±1SD. 

 
TABLE V 

COMPARISON OF ELDERMATE WITH PRIOR EDGE-AI, FALL-DETECTION, AND ELDERCARE 
SYSTEMS 

System Hardware Offline Voice+LLM Fall 
Det. 

Daily 
Asst. 

Emerg. Sensitivity Cost 

Sykes 2024 [28] Pi Yes No Yes No No 95.24% ∼$100 
Vargas et al. 
2024 [26] 

Pi 4 Yes No Yes No No 91.6–
93.1% 

∼$80 

Elwaly et al. 
2024 [33] 

Jetson Nano Partial No Yes No No 96% ∼$200+ 

Ukampan et al. 
2025 
[32] 

Custom emb. Yes No Yes No No >95% n/r 

Pereira 2024 
[27] 

Embedded Yes No Yes No No >90% 
mAP 

n/r 

Girish et al. 
2025 [19] 

Pi 5 Yes Partial No No No — ∼$100 

Mekonnen et al. 
2025 
[20] 

Pi 5 Yes Partial Yes No No — ∼$100 

Pita et al. 2025 
[51] 

Zenbo+Alexa No Yes No Yes No — ∼$500+ 

Anisa 2025 [12] Groq cloud No Yes No Yes No — n/r 
ElliQ [11] Proprietary No Yes No Yes No — $1,599+$/mo 
ENRICHME 
[45] 

TIAGo Iron Partial Partial Yes Yes No — ∼$20k+ 

ElderMate (this 
work) 

Pi 5 Yes Yes Yes Yes Yes 96.67% ∼$100 

 
prototypes that combine monitoring with reminder 
services [53] and LLM-driven eldercare robots 
integrating bed-control commands [44] have begun to 
address integration, but neither operates offline on 
commodity hardware. 
To the best of our knowledge, within the reviewed 2024– 
2025 literature, ElderMate is the only system that 
delivers offline conversational intelligence, real-time fall 
detection, structured daily assistance (reminders, tasks, 
routines, memory, voice notes), and hardware-level 
GSM emergency escalation simultaneously on a single 
device costing approximately $100 [21]. This integration 
claim is bounded by the evaluated conditions: the URFD 
ADL sample is small (n=11), the WER exhibits session-
level variability, the LLM-path latency of 6– 17.5s falls 
outside natural conversational flow, and no live elderly-
user trial has been conducted. Within these bounds, the 
results indicate that the capability set associated with 
clouddependent commercial devices in the $1,500–
$20,000 range can be assembled on a $100 offline 
platform at subsystem performance levels competitive 
with same-hardware peers. 
 
X. LIMITATIONS AND FUTURE WORK 
The results reported in Section VII are bounded by 
several evaluation and design constraints that must be 
resolved before the system can support claims beyond 
engineering feasibility. 

A. Evaluation Limitations 
Small ADL sample for specificity. The fall-detection 
specificity of 90.91% was computed from only 11 non-
fall sequences, yielding a 95% Wilson confidence 
interval of [58.7%, 99.8%]. This interval is too wide to 
support a robust specificity claim. Evaluation against a 
larger ADL corpus— ideally 40+ sequences covering 
sitting, lying down, bending, picking up objects, and 
transitional movements—is required before any 
assertion of production readiness. 
Missing URFD sequences. Five of the 35 URFD fall 
sequences (videos 21–25) were absent from the test 
batch. If any of the missing sequences contains a fall that 
the detector would have missed, the reported 96.67% 
sensitivity may overstate performance on the full corpus. 
LLM quality assessment limited to n=10. Conversational 
response quality was assessed through a curated 10-
prompt manual evaluation rather than held-out 
perplexity, since the full 5,523-record synthetic corpus 
was used for QLoRA training with no partition retained. 
The single over-refusal (a dizziness query returned “I’m 
sorry, I can’t assist with that”) suggests that the safety-
filtering signal in the fine-tuning corpus may over-refuse 
on health-adjacent inputs. A held-out perplexity 
evaluation and a larger prompt battery are required to 
strengthen the quality claim. 
Short durability window. All benchmarks were obtained 
within sessions of approximately 4–6 minutes. Multi-
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hour and multi-day operation was not evaluated. The 
stability claim—no thermal throttling, no memory leak, 
no inference-rate drift—is bounded by these session 
durations. 
GSM dispatch not measured end-to-end. The modem 
validation, SMS construction, AT-command sequencing, 
and dispatch logging were validated through a prototype 
test harness, but the full fall-to-SMS latency was not 
measured in a live network scenario during Track 5 due 
to SIM provisioning constraints at test time. 
No live elderly-user trial. The evaluation was conducted 
in a developer environment using curated test sets, not 
with elderly participants in naturalistic home settings. 
Usability, caregiver burden, interaction frequency, and 
real-world falsealarm tolerance have not been 
characterised. 
B. Design Limitations 
LLM-path latency. Open-ended queries that bypass the 
deterministic router incur a median latency of 6.0s 
(Track 2, single-turn) to 17.6s (Track 5, accumulated 
multi-turn context). This range falls outside the envelope 
associated with natural conversational flow. The LLM-
path latency is the dominant user-experience constraint 
and scales with prompt length and accumulated 
conversation history, indicating that aggressive context-
window truncation is a required pre-deployment 
optimisation. 
Router normalisation inconsistency. Three Track 5 
scenarios (query_day, save_memory, system_status) 
classified correctly in the isolated router benchmark but 
escalated to the LLM in the live stack due to a text-
preprocessing difference between the evaluation path 
and the live brain dispatcher. This is a deterministic 
implementation bug, not a stochastic failure, and is 
correctable with a single-file text-normalisation 
alignment. 
WER session variability. The corpus-level Word Error 
Rate of 25.7% was driven by a 53.3% WER in Run 2 
under degraded acoustic conditions, versus 5.0% in Run 
1. Wakephrase recognition reached only 50%. The 
practical consequence is that mis-recognised time strings 
can cause silent reminder-creation failures. Acoustic 
robustness is the priority improvement target. 
Single false-positive ambiguity. The adl-03 going-
tosleep false positive identifies a specific kinematic 
pattern— deliberate slow descent to a lying posture—
that the current velocity-based heuristic cannot 
distinguish from a fall. A postfall stillness check or 
posture-duration gating is indicated. 
Power consumption unmeasured. Power draw under the 
full concurrent stack was not characterised during this 
evaluation cycle. Published Pi 5 thermal data suggests 
steady-state draw in the 5–8W range, but a direct 
measurement is required before any power or battery-life 
claim. 
C. Future Work 
Seven directions follow from the limitations above, 
ordered from near-term engineering tasks to longer-
horizon research. 
Router expansion and normalisation fix. Extending 
router rules from 19 to 30+ tool categories and resolving 
the livestack normalisation discrepancy is expected to 

raise fast-path coverage from 7 of 13 Track 5 scenarios 
toward approximately 10 of 13, reducing reliance on the 
6–17s LLM path for common-case commands. 
Expanded ADL evaluation. Evaluating against 40+ ADL 
sequences would narrow the specificity confidence 
interval and validate whether the adl-03 false-positive 
pattern can be resolved through the proposed posture-
duration gating. 
Elderly-speech acoustic model. Fine-tuning a 
Voskcompatible acoustic model on an elderly-speech 
corpus would address the WER variability. Elderly 
speech is characterised by slower rates, longer inter-
word pauses, and articulatory variation; a domain-
adapted model is expected to reduce ASR errors, with the 
magnitude to be quantified experimentally. 
Confidence-gated emergency dispatch. The current 
dispatcher triggers on any FSM-confirmed fall. 
Introducing a graduated response—unconditional 
dispatch for highconfidence fall signatures (rapid 
descent, sustained lying state), manual SOS confirmation 
for borderline events (brief disturbance with rapid 
recovery)—would address alert-fatigue concerns. 
Episodic memory via local vector store. The current 
memory module stores flat key-value facts in JSON. 
Integrating an ondevice vector store populated by 
sentence-encoder embeddings of conversation 
summaries would enable contextual retrieval across 
sessions without any external API. 
Vision–conversation fusion. The vision and 
conversational subsystems currently operate in parallel 
with no information exchange. A fusion layer that 
summarises periodic visual observations and injects 
them into the LLM context window would enable 
context-aware behaviours—noticing prolonged 
inactivity and offering to check in, or deferring a 
reminder when the user appears engaged. 
Clinical pilot with elderly participants. A structured 
deployment with elderly users and their caregivers—
measuring usability, caregiver burden, naturalistic fall-
response latency, and daily interaction frequency—is the 
necessary step to move from engineering feasibility to 
deployment validation. 
D. Healthcare-Technology Scope Boundary 
ElderMate is an engineering prototype developed to 
demonstrate the technical feasibility of integrating 
multiple assistive capabilities on a single offline edge 
device. It is not a clinical device, not a medical 
instrument, and not a replacement for professional 
caregivers, physicians, or clinical monitoring equipment. 
The system does not measure vital signs, does not 
diagnose medical conditions, does not dispense 
medication, and does not claim to reduce fall incidence, 
hospitalisation rates, or mortality. No clinical trial has 
been conducted, no Institutional Review Board (IRB) 
approval has been obtained, and no medical-device 
regulatory clearance (e.g., FDA 510(k), CE marking 
under MDR) is claimed. All performance figures 
reported in this paper are engineering benchmarks 
measured in a developer environment, not clinical 
outcomes measured with elderly participants. 
Supervised user studies with older adults and their 
caregivers, conducted under appropriate ethical review, 
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are required before any healthcare-efficacy assertion can 
be supported. 
 
XI. CONCLUSION 
This paper presented ElderMate, a fully offline 
multimodal assistive AI system for elderly care running 
end-to-end on a single Raspberry Pi 5 at approximately 
$100 hardware cost, with no cloud connectivity, vendor 
APIs, or external compute at any stage of operation. The 
five-node ZeroMQ multiprocess architecture—
orchestrator, audio, vision, language-model worker, and 
hardware interaction—was designed around three 
invariants: offline completeness, concurrent isolation, 
and event-driven safety priority. 
Five contributions were claimed and evaluated under 
concurrent-workload conditions on the target 
deployment hardware. The zero-training rule-based fall 
detector achieved 96.67% sensitivity (F1=0.9667) and 
90.91% specificity on 41 URFD sequences at 
12.10±0.23FPS within 296MB RSS, with detections 
firing 663ms before ground-truth annotations—
competitive with trained-model baselines while 
requiring no labelled dataset and no GPU. The 
deterministic two-layer command router resolved 19 
eldercare tool categories at 96.92% accuracy with 
0.102ms mean latency, creating a dual-path interaction 
profile where common-case commands complete in 
1.8ms while open-ended queries fall through to the local 
LLM. The QLoRA-fine-tuned Qwen 2.5 1.5B model 
sustained 11.33±0.13tokens/s with a 96ms warm-cache 
time-to-first-token on two of four CPU cores, producing 
contextually appropriate responses on 9 of 10 curated 
eldercare prompts. Whole-system integration across 13 
end-toend scenarios yielded 92.31% response success 
and 304ms SOS acknowledgement. Throughout all 
benchmark sessions, the concurrent stack operated at 
23.81% mean CPU, 1.73GB RAM, and a peak 
temperature of 59◦C—well within the Pi 5’s thermal 
envelope. 
These results are bounded by specific qualifications: a 
small ADL sample (n=11) produces a wide specificity 
confidence interval, WER exhibits session-level 
variability driven by acoustic conditions rather than 
model regression, LLM-path latency of 6–17.5s falls 
outside natural conversational flow, and no live elderly-
user trial has been conducted. Within these bounds, the 
evaluation demonstrates that the capability set otherwise 
associated with cloud-dependent commercial devices in 
the $1,500–$20,000 range can be assembled on a $100 
offline platform at subsystem performance levels 
competitive with same-hardware peers. A clinical pilot 
with elderly participants and their caregivers—
measuring usability, caregiver burden, and naturalistic 
interaction frequency—is the necessary next step to 
move from engineering feasibility to deployment 
validation. 
The broader finding is that privacy-preserving, 
interpretable, fully local ambient assisted living is not a 
future research aspiration but a tractable engineering 
target on commodity hardware available today. 
From a healthcare-technology perspective, ElderMate is 
a privacy-preserving, offline edge-AI assistive 

healthcare monitoring system for elderly users, designed 
to support agingin-place through fall-risk detection, 
daily-care assistance, accessible speech interaction, local 
conversational support, and emergency caregiver 
notification—all operating without transmitting 
sensitive health-behavioural data to external 
infrastructure. The system is positioned as an 
engineering foundation for home-care monitoring; 
clinical validation with elderly participants and 
structured caregiver-workflow integration are the 
necessary next steps before deployment in real aging-
inplace settings. 
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