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ABSTRACT 
The early identification of tomato leaf diseases is paramount if farmers wish to maximize their yield while 
minimizing crop loss. However, as the labour-intensive process of inspecting each plant is often tedious and 
subjective, the requirement now exists for a reliable automated system for tomato leaf disease recognition. In 
this paper, we propose a deep learning approach for the automated multi-class identification of tomato leaf 
diseases from a collection of images taken within greenhouses. Dataset consists of 15254 tomato leaf disease 
images, which include healthy tomato leaves as well as images depicting various combinations of one or more 
diseases afflicting a single tomato leaf. For our proposed methodology, we employed a transfer-learning 
framework, which takes advantage of using the Xception architecture and makes use of pretrained visual 
representations adapted to fit the requirements of plant pathology via fine-tuning process. The results of our 
experiments demonstrate a strong discriminative power of all seven identified classes, with 94.71 percent 
accuracy being achieved for the test dataset and a consistently high per-class performance being maintained, 
even amongst visually similar and minority classes. The results reinforce that the methodology examined 
presents an appropriate and extensive practical means of discovering tomato leaf diseases in greenhouses. 
Keywords: Deep learning, Explainable ai, Image classification, Tomato leaf disease detection, Transfer 
learning. 
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1. INTRODUCTION  

There are many forms of vegetable crops 
worldwide, including tomatoes. The importance of 
tomatoes to food security is also great, and their 
role in agricultural economies remains significant. 
Unfortunately, many diseases and pests may 
negatively affect tomato yields by reducing quality 
and quantity. Leaf diseases, in particular, can often 
provide an early indication that plant health is 
declining. Thus, rapid identification and diagnosis 
of these diseases will improve the efficacy of 
treatment or control measures. In contrast to 
traditional methods of diagnosis that rely on 
comprehensive visual inspection by examiners, the 

current study supports the development of 
automated disease diagnosis systems [1]. 

Tomato leaf disease detection was first 
accomplished using a combination of manually 
created features and traditional machine learning 
algorithms. These early techniques were based on 
describing textures, colours, or using key points to 
identify areas of importance and outlined when 
under laboratory conditions, typically yielded 
modest performance rates, but had very poor 
generalization capabilities to the real-world 
environment, because of variability caused by 
light, the background of a green or brown colour, 
the severity of the disease, and the difficulty of 
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measuring severity etc [2]. Furthermore, the need 
for very specific, precisely crafted features is a 
limitation to produce significant visual 
characteristics found when there is multiple or 
overlapping diseases on the leaf surface. The 
transition from this traditional model to one based 
on modern recursive neural networks was 
therefore inevitable, as the new methodologies 
allowed the networks to learn distinguishable 
characteristics directly from accurately described 
images [3]. 

Recent advances in deep learning have 
provided improved detection of plant diseases. For 
instance, through using appropriate datasets, 
convolution neural networks have provided a 
much more capable technology than traditional 
techniques to identify and provide inputs 
associated with very fine visual indicators of the 
presence of disease on leaves such as changes in 
texture, blending of colours, crooked and irregular 
shapes or surface characteristics [4]. Researchers 
have also conducted studies where they have 
created custom convolution networks to provide 
real-time detection of tomato leaves.  

Overall, the use of transfer learning has 
provided an opportunity to deal with limited 
labelled data by making use of pre-trained models 
developed from large datasets which consists of 
large-scale image repositories, taken from 
previous research work, especially from one of the 
architectures currently being developed in one 
study which mentions EfficientNet, vision 
transformers, and hybrid Convolutional Neural 
Network (CNN), transformers, combining local 
feature extraction and global contextual 
representation [5] [6]. 

The majority of prior research still relies 
on relevant datasets, including lab-controlled 
datasets versus single-disease datasets, and thus do 
not necessarily account for the complexities of real 
greenhouse conditions, such as multiple diseases 
present on tomato leaves at various growth stages, 
affecting their visual recognition. As a result, 
multi-label and mixed-infection classification have 
become a significant area of study, and numerous 
studies have recently attempted to solve these 
multi-label classification and mixed-infection 
problems using new architectural paradigms and 
attention mechanisms [7]. The limitations of 
standard greenhouse-specific datasets have also 
inhibited fair comparisons and replicability of 

study. To address these issues, a complete image 
dataset has been created to capture the various 
conditions of greenhouse-grown tomato leaves 
with healthy, single-disease, or mixed-disease 
classification for each image [8]. This dataset was 
created to accurately represent real world 
agricultural input and output scenarios, such as 
random variation, and the co-occurrence of 
multiple diseases. This dataset provides a model 
for evaluating both machine learning, and deep 
learning algorithms via the previously described 
baseline experiments, which demonstrated the 
viability of an automatic classification process, as 
well as remaining challenges due to the visually 
similar nature of some disease systems, and class 
imbalance.  

In addition to enhancing their results with 
more advanced machine learning techniques to 
improve disease and pest detection performance 
through enhanced feature learning and model 
optimization strategies, the same authors have 
created a new machine learning dataset that can be 
further improved via deep learning and robust 
training strategies [9]. This progression not only 
highlights the power of the dataset but also 
supports the idea that there is still room for further 
improvement via deeper learning pipelines and 
better-designed training strategies. However, 
additional studies are still needed to understand 
how modern transfer learning algorithms 
combined with more rigorous training protocols 
will perform on this dataset given a strictly 
controlled evaluation framework. 

Much attention is also being given to 
transparency and trust in deep learning models for 
agriculture. As these types of automated decision 
support tools get closer to being used in the real 
world, stakeholders have begun to require insight 
into how and why a model makes the prediction it 
does. As such, techniques to develop explainable 
artificial intelligence have been added to tomato 
leaf disease detection systems in order to supply a 
level of visual or feature-level explainability to 
support interpretability without reducing the 
model's accuracy [10], [11]. Although 
explainability is not always the primary focus of a 
system, its existence can build confidence in 
models’ predictions, especially in the agricultural 
sector, where making good predictions could have 
high stakes. 
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In addition, there have been advances in 
object detection methods, which can detect and 
enable fine-grained analysis of disease locations 
[12],[13]. These types of approaches lend 
themselves more naturally towards being deployed 
in real-time and monitoring at the field level, but 
come with greater complexity in terms of 
annotation and training requirements. Deep 
convolutional classifiers can be used for disease 
identification at the image level, but do not provide 
localization. 

This study examines robust multi-class 
disease detection of tomato leaves by making use 
of a deep transfer learning framework and an 
agricultural dataset consisting of images of tomato 
leaves collected from greenhouses. The Xception 
architecture was chosen because of its high 
representational power and the use of efficient 
depth wise separable convolutional layers, both of 
which have been shown to perform well for similar 
image-based plant disease classification problems 
[14]. The network will not only go through one 
phase of training, but will instead go through 
multiple stages of fine-tuning pre-trained features 
before being adapted to the target domain. Data 
augmentation techniques like foreground noise, 
blurry images, and class imbalance and image 
renormalization will be employed to help achieve 
stable convergence and good generalization. 

This paper makes three contributions: an 
engineered training pipeline for detecting multiple 
tomato leaf diseases through greenhouse imagery 
with mixed-infection examples, the execution of 
an experimental evaluation using strictly separate 
train/validate/test protocols with quantitative 
metrics to evaluate performance and analyse 
confusion matrices, and comparing results with 
existing tomato leaf disease detection methods 
evaluated in the same dataset to provide an 
objective measure of improvement and relevance. 

 
2. LITERATURE REVIEW 

Over the last ten years, there has been a 
marked increase in research into automated tomato 
leaf disease detection, with a shift away from 
classical image processing systems to those based 
on deep learning algorithms. The initial research in 
this field relied heavily on techniques of manual 
extraction of features and the use of traditional 
methods of classification. The major techniques 
used for capturing the patterns typically associated 

with specific diseases were descriptors of texture, 
such as grey-level co-occurrence matrices and 
local point-based features, including scale-
invariant features and transform-based 
representation [1]. These early techniques have 
performed well, but are limited by their inability to 
scale and be robust in complex farming 
environments, due to their reliance on handmade 
feature design. 

As labelled datasets of plant diseases 
became available, CNNs began to dominate in the 
research area. The early studies utilizing CNNs 
were based on architectures with no depth or those 
specifically designed as custom models for the 
classification of tomato leaf diseases. The CNN 
models that were created provided improved 
accuracy by allowing for the learning of features 
through a hierarchical approach directly from 
image data, thereby reducing reliance on the 
previously described methods of captured patterns 
for plant disease classification [2],[3]. However, 
the evaluation of these methods was 
predominantly conducted on simplified datasets 
with limited class diversity, such as a lack of mixed 
(multiple) disease classes and lack of real 
greenhouse conditions. 

Various options including fused features 
and larger networks were used to improve the 
performance and generalizability of various 
systems. The use of global semantic 
representatives and locally computed texture 
feature data has proven to enhance the 
performance of such systems by better 
discriminating between the various types of 
diseases that can visually duplicate each other 
(e.g., blight vs. a fungal disease) [4]. However, 
using hybrid CNN and transformer networks has 
also provided increase success in that network due 
to allowing both convolutional inductive biases as 
well as self-attention methods that remember 
outside of their immediate area of coverage [5]. 
Capturing both detailed features and context 
information associated with tomato leaf images 
have both provided value at helping to provide 
accurate diagnoses for tomato diseases. 

It is also important to the research 
community to explore models that can classify 
multiple labels on a single image and that can 
classify multiple diseases on that same image, as 
multiple pathogens can infect a single leaf in real-
life agricultural settings. Models using a vision 
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transformer architecture as well as EfficientNet 
and other similar architectures have emerged as 
viable solutions to this issue, particularly when 
they use an attention mechanism and advanced loss 
functions to handle the overlapping diseases more 
efficiently [6]. Transfer learning has been a critical 
part of these studies; thus, allowing the training of 
models using smaller datasets than would normally 
be required while still providing sufficiently 
accurate output. Pre-trained CNN architectures 
like EfficientNet have demonstrated quicker 
convergence and better generalization when fine-
tuned to tomato leaf-disease detection tasks than 
non-pretrained counterparts [7]. 

Earlier investigations used datasets with 
laboratory conditions that did not reflect the 
diversity of environments. The lack of such data 
led to researchers creating a unique dataset with 
tomato leaf images that have been taken under 
actual cultivation settings, taking into account 
variability due to background, pest infestation, and 
mixed infections [8]. The authors of this dataset 
conducted several experiments, which established 
a baseline from which future studies could measure 
performance and discovered issues including 
interclass similarity and class imbalance. By using 
this dataset, these authors were able to further 
examine advanced machine learning algorithms 
for classifying images and achieved improved 
performance through advanced feature learning 
and optimization methods [9]. These studies 
provided a foundation for fair comparisons among 
different classification models and demonstrated 
that the dataset is useful for evaluating reliable 
tomato leaf disease detection models and how well 
they performed under real world conditions. The 
majority of current studies on tomato leaf disease 
detection now focus primarily on the model’s 
ability to explain its predictions for the user and the 
model’s capability of operating in a real-world 
environment [10],[11]. In addition to using 
explainable artificial intelligence (AI) 
methodologies to create visual explanations and to 
help support greater transparency and trust when 
analysing AI systems, many researchers have 
incorporated the application of these methods into 
their tomato leaf disease detection systems. 
Because agricultural decision-making support 
systems help users make informed decisions, 
having a clear understanding of the reasoning 
behind an automated diagnosis will help end-users 

gain greater confidence in the automated diagnosis 
made by the system. Furthermore, researchers 
have proposed the development of models that 
utilize a combination of predictive accuracy and 
explanation-driven deep learning to produce 
disease-specific activation maps and uncertainty 
estimates [15]. 

Parallel research has investigated the use 
of object detection frameworks for localizing 
disease on tomato leaves from images. Newer 
improved versions of YOLO, such as the 
introduction of variants to YOLO8, YOLO9, and 
lightweight custom designs, have been developed 
to provide real-time tomato leaf disease detection 
and localization [12], [16], [17]. Similarly, 
detection models using transformer-based 
architectures and inspired by DETR have provided 
high levels of localizing accuracy and robustness 
but generally require more extensive 
computational resources than traditional detection 
methods [13], [18]. While this type of detection 
can be applied in a field-based approach as well as 
precision application for fungicides, they are 
generally less effective when using large-scale 
classification-based studies due to the need for 
detailed bounding box annotated images. 

Ensemble and hybrid-based detection 
frameworks have also been studied to increase 
their robustness. Examples include combining 
CNN with generative adversarial networks; time 
series components of modelling and statistical 
forecasting modules to facilitate tomato disease 
detection and management pipelines [19]. 
Although these systems represent a new 
conceptual method to perform disease detection, 
the high levels of complexity and deployment costs 
may prohibit their use in real-world scenarios. 
Comparative evaluations of various detection 
architectures have also highlighted the trade-offs 
between accuracy, computational efficiency, and 
practical deployment methods for resource-limited 
agriculture [20]. CNNs have proven effective in a 
variety of fields, including agricultural disease 
detection and medical diagnostics [21]. 

Another trend that is emerging is the 
development of lightweight and mobile solutions 
for on-device inference. For example, researchers 
have developed mobile solutions using compact, 
deep learning architectures on smartphone devices 
that can diagnose tomato leaf diseases in real-time 
in a field environment; these solutions typically 
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utilize an explanation or explainability module to 
increase the trust of users [22]. The applications of 
these approaches indicate the need to balance 
performance and efficiency with regard to the end-
use of agricultural applications. 

While there are many methods proposed 
in the literature, there are still several challenges 
that have not yet been addressed by the various 
research groups. Specifically, the majority of the 
studies conducted to date have focused on either 
single-disease classifications or have created 
datasets under controlled experimental conditions, 
thus limiting their application in the types of 
environments prevalent in greenhouses. In 
addition, diagnostic challenges continue to include 
mixed infections, the presence of class imbalances, 
and subtle differences in disease classifications, all 
of which make precise classification of diseases 
very difficult. There has been quite a bit of interest 
in the field concerning explainability, but there has 
not yet been a consistent method of achieving 
explainability in conjunction with high-performing 
classification models used within any studies. 

The current study is different from 
previous research because it tries to build a method 
for identifying different diseases on tomato plants; 
it will be achieved by utilizing data from a more 
realistic lab or indoor setting and focusing on 
disease conditions where there are multiple 
diseases occurring at the same time. The study will 
leverage an established transfer learning 
architecture and will utilize a carefully planned 
series of fine-tuning processes during the study to 
create an approach that minimizes the difference 
between high-performance prediction capabilities 
and the actual implementation capabilities. An 
empirical comparison of the proposed approach 
with both baseline and extended baseline 
techniques, based on experimental data collected 
from the same data source, will provide an 
objective measure of how effective the proposed 
method is relative to these other techniques, 
thereby establishing the proposed method in the 
context of overall efforts in research of identifying 
diseases in tomato plants. 
3. METHOD 

A multi-class image classification task 
has been presented in this work for classifying 
tomato leaves into one of seven mutually exclusive 
disease categories, as well as healthy leaves or 
affected by diseases. Let 

𝐷 = {(𝑥! , 𝑦!)}!"#$                              (1) 
where 𝑥! ∈ ℝ%×'×( and 𝑦! ∈ {𝑂, 1,… ,6}	denotes 
the dataset, represents a colour leaf image and  
denotes the corresponding class label. The 
objective is to learn a mapping function 𝑓): 𝑥 → 𝑦 
parameterized 𝜃, that minimizes classification 
error while generalizing effectively to unseen 
data. 

 
3.1.  Dataset Description 

Experiments performed in this work used 
the Tomato Leaf Image Dataset, which was 
developed to assist with identification of disease in 
greenhouse grown tomatoes. The Tomato Leaf 
Image Dataset includes RGB images of tomato 
leaves that have been captured in controlled 
greenhouse conditions, resulting in realistic image 
variations due to lighting, texture, as well as the 
manifestation of disease. TLID dataset contains 
15,254 images 256 by 256 pixels in size. In seven 
different classes which includes Healthy, Leaf 
Miner, Bacterial Spot, Powdery Mildew, Whitefly, 
Powdery Mildew with Leaf Miner and Bacterial 
Spot with Leaf Miner. The classification process is 
more complicated than single disease and co-
infection and is designed to be more realistic in 
relation to the agricultural environment. 

 
Figure 1. Sample Images of Dataset 

To observe unbiased performance 
evaluation from the dataset the three partitions 
(training, validation and testing) created using a 
70:15:15 ratio was class stratified producing 
10,682 training images, 2,286 validation images 
and 2,286 test images. The same percentages apply 
in all partitions for each of the classes in terms of 
the number of images. In addition to having 
moderately imbalanced counts for some of the 
classes (notably for the class of Whiteflies), the 
current study has addressed this issue through 
implicit rather than explicit resampling by 
implementing training strategies. 

Table 1. Dataset Description with classes 
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Class 
ID 

Class Name Total 
Images 

0 Healthy 2688 
1 Miner 2255 
2 Bacterial Spot 2395 
3 Powdery Mildew 2181 

4 Powdery 
Mildew_Miner 

2361 

5 Bacterial Spot_Miner 2502 
6 White Fly 872 

Total Images 15254 
3.2.  Data Preprocessing 

Prior to initiating model training, we 
execute a pre-processing routine on our data sets; 
this step improved the convergence and global 
ability of our models. First each of our images is 
standard scaled to its respective input dimension 
for the backbone respectively. In other words, we 
resize each image to have a corresponding input 
dimension so that pixel values across all of the 
images are on the same scale. During training, we 
conduct on-the-go data augmentation techniques to 
limit overfitting and add robustness. The 
augmentation techniques include randomly 
flipping the image about the vertical axis, making 
slight rotations, applying zoom, and changing the 
brightness. All of these transform methods create a 
realistic variability, similar to what would be seen 
when taking plant imagery in the greenhouse 
setting, whilst maintaining the disease-specific 
patterns observed within the plant images. As we 
wish to provide a fair assessment of the 
performance with respect to the validation and test 
datasets, we do not perform any augmentation to 
the validation or test datasets. We encode our class 
labels using a one-hot encoding scheme so as to 
resolve the multi-class categorical learning 
problem we are attempting to solve. We will 
generate a mini-batch of pre-processed data for 
input into the neural network once the pre-
processing is complete. The mini-batch generator 
will provide the access to optimise the use of 
memory and computational power 
3.3.  Proposed Model and Training Strategy 
 The suggested framework is developed 
using the Xception, which is an architecture that 
utilizes depth wise separable convolutions to 
optimize both representational power and efficient 
parameters. Because of its effectiveness in 
classifying plant disease among other agricultural 
vision tasks, Xception is ideal for the current 

problem. The Xception network has had its 
weights initialized through pre-training on a large 
dataset of images, which helps to effectively 
transfer learning onto the current task. A custom 
classification head consisting of global average 
pooling, fully connected layers, and SoftMax 
output for the seven classes of disease has been 
added to the backbone network. 
There are three stages of training involved in 
balancing the need for both stable and adaptive 
results while using the model. The following 
describes each of these phases:  
(1) Feature Extraction: Feature extraction is done 
first by freezing all of the backbone layers of the 
network and training just the classification layer 
for a predetermined number of epochs. By doing 
so, the model can learn about the decision 
boundary of the tasks without altering the 
previously established feature representations 
contained within the backbone. 
(2) Partial Fine-Tuning: Partial fine-tuning 
involves unfreezing only the last 50 layers of the 
model's backbone so that it can be fine-tuned on 
the dataset at a low learning rate in order to 
gradually adapt high level features found within 
the backbone to the characteristics of tomato leaf 
disease. 
(3) Full Fine-Tuning: Full fine-tuning occurs 
after unfreezing all layers of the model and fine-
tuning the entire network (end-to-end) using a very 
controlled learning rate schedule. During this 
phase as well, as early stopping and learning rate 
reduction strategies are employed to help avoid 
overfitting and ensure convergence. 
The loss function that is minimized during 
training is the categorical cross-entropy (CCE), 
formally defined as:                                                                     
ℒ =	−∑ 𝑦* 𝑙𝑜𝑔(𝑦;*)+

*"#            (2) 
where 𝑦* and 𝑦;*is the true probability for class c, 
The optimizer used to minimize the CCE loss 
function is Adam, because of its adaptive learning 
rate and has been shown to be effective empirically 
within the realm of deep learning. 
3.4. Proposed Model and Training Strategy 
 To evaluate performance for a model we 
use 5 different, associated metrics to quantify the 
effectiveness of the model as a whole and by 
individual classes, including: classification 
accuracy, precision, recall, f1 score, and confusion 
matrix. Each of these measures has been used in 
previous studies of tomato leaf disease 
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identification, ensuring valid evaluations of the 
reliability of the models [3]. Evaluation metrics 
will be based solely on a held-out test dataset that 
was not used for training or validating any of the 
models and will provide a thorough analysis of 
how accurately the model was able to perform on 
classes distinguished with visually similar 
characteristics and through co-infection. All 
experiments were performed using a deep learning 
architecture with the assistance of GPU; therefore, 
model checkpoints were saved based on the 
performance of the validation set and all tests were 
conducted using the weights of the model which 
performed the best as determined by validation. 
3.5. Explainable Artificial Intelligence (XAI)  
 While obtaining high levels of 
classification accuracy is necessary for high-
performing models, being able to interpret these 
models is just as important for the implementation 
of the results of the model in agricultural 
applications. Therefore, Explainable Artificial 
Intelligence (XAI), which aims to provide insights 
into the model's predictions, has been integrated 
into agricultural research. In this study, we used 
gradient-based class activation mapping 
techniques to generate local heatmaps that show 
the most discriminating portions of the disease 
images associated with the predicted class of 
tomato leaf samples. The created heatmaps allow 
domain knowledge experts to evaluate if the model 
is focusing on biologically relevant disease 
symptoms or just noise from the background. In 
addition, there are many examples of XAI methods 
being used to improve trust and transparency in 
plant disease diagnostic tools [10], [11]. we 
analysed the heatmaps qualitatively by classifying 
them by plant disease categories, while also taking 
into consideration co-infection types. This 
interpretive aspect of the research provides the 
agronomists and greenhouse operators an 
opportunity to improve the acceptance of the 
proposed approaches by validating the correlation 
between model results and their own domain 
knowledge. 
4. RESULTS AND DISCUSSION 

The newly designed model based on 
Xception has been demonstrated to develop a test 
accuracy of 94.71% when applied to the evaluation 
of unknown test data with a corresponding test loss 
of 0.1881. This demonstrates an excellent level of 
discriminative ability across the seven separate 

disease classes measured in this study. These 
results indicate significantly more powerful 
performance than other machine learning methods, 
such as traditional methods that create handcrafted 
features, which tend to be less robust under 
complex conditions of greenhouses [1], [2]. A 
more in-depth analysis was conducted to evaluate 
the performance of each of the seven disease 
classes using three metrics: precision, recall, and 
F1. Among the performance captured for each of 
the classes, the healthiest class achieved the best 
performance, achieving an F1 score of 98.52%. 
This indicates the high level of confidence the 
model has in classifying normal leaf structures as 
healthy. The other two disease classes exhibiting 
the next best performance were the two single-
disease classes known as bacterial spot and 
powdery mildew, both having F1 scores greater 
than 93%, which are both superior to many other 
CNN-based baseline results previously reported 
[3], [4]. 
Table 2. Class-wise performance of our model on 

TLID dataset 
S
r. 
N
o 

Class Name Preci
sion 

Re
call 

F1-
Sco
re 

Sup
port 

1 Healthy 0.980
3 

0.9
9 

0.9
852 

403 

2 Miner 
0.946

7 
0.9
47 

0.9
467 338 

3 BacterialSpot 
0.929

9 
0.9
61 

0.9
452 359 

4 PowderyMild
ew 

0.918
1 

0.9
6 

0.9
387 

327 

5 PowderyMild
ew_Miner 

0.943
5 

0.9
44 

0.9
435 

354 

6 BacterialSpot
_Miner 

0.971
5 

0.9
09 

0.9
394 

375 

7 WhiteFly 
0.910

6 
0.8
62 

0.8
854 130 

Compound classes of diseases that have 
overlapping visual symptoms can be classified 
with a high degree of accuracy as well. The classes 
Powdery Mildew and Leaf Miner as well as 
Bacterial Spot and Leaf Miner both had an F1-
score of 94.35% and 93.94% respectively, 
demonstrating that the proposed model was able to 
learn complex interactions between features, 
which is often reported as a limitation of using 
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traditional CNNs or shallow architectures in earlier 
studies [2],[5]. 

 
Figure 2. Accuracy and Loss plot over training 

and Validation set 
The White fly class had a significantly 

lower performance than the other classes with an 
F1-score of 88.54%, mainly due to its small sample 
size and the subtlety of the visual cues used to 
classify it. Similar reductions to performance on 
pest-related classes have been observed in other 
studies on tomato leaf diseases [9],[18], suggesting 
that this problem continues to be an area of 
research within the field. Most of the errors in 
classification identified by the confusion matrix 
analysis were made between disease types visually 
similar to each other, such as bacterial spot versus 
bacterial spot with leaf miner, and powdery 
mildew versus powdery mildew with a compound 
variant. The overall misclassification rate, 
however, was still low, showing that the overall 
class separability was quite good, as evidenced by 
strong diagonal predominance in the confusion 
matrix. The proposed classification framework 
performs much better than some object detection-
based techniques like those using YOLO variants 
[12][16][17] or similar algorithms, which are 
primarily concerned with localization of objects 
rather than providing accurate fine-grained 
descriptions of those objects at the leaf level as 
achieved with the proposed classification 
framework. In recent studies [5][6], transformer-
based and hybrid models also reported competitive 
accuracy to those using conventional machine 
learning approaches but generally result in much 
greater computational complexity.  

 

Figure 3. Confusion Matrix 
An essential benchmark study was performed for 
the application of advanced machine learning 
techniques on same TLID dataset as previous 
researchers [9]. The researchers determined that 
while the application of multiple extraction 
features and classification methods produced 
reasonably accurate results, the use of deep 
learning produced superior classification accuracy 
and balance, especially in the case of multiple 
diseases. This improved performance is the result 
of end-to-end feature learning, efficient use of 
transfer learning, and the ability of the Xception 
architecture to learn local textures and global 
structures. The newly proposed method adapts 
better to the inherent variations found in images 
collected from within a greenhouse [8],[9] than do 
feasibility studies employing traditional pipelines 
that use manual feature engineering. According to 
empirical results, this framework outperforms a 
number of tomato leaf disease identification 
methodologies, both classical machine learning 
[1], custom designed CNN [3], or hybrid models 
made of CNN and transformer [5]. As such, 
although modern YOLO-based detection models 
[12],[13],[16],[17] provide benefits of real-time 
performance, they were primarily created for 
object detection opposed to detailed disease 
classification; consequently, these models are not 
as applicable where precise diagnostic of diseases 
is required. 

 
Figure 4. Original Image vs Gra-CAM heatmap 

prediction 
Models that focus primarily on 

explainability, such as BotanicX-AI [15], along 
with other frameworks with an explicit focus on 
XAI [10],[11], are generally interpretable but often 
have a corresponding negative impact on how well 
the model will predict. In contrast, the model 
proposed in this work is able to achieve a 
favourable combination of classification accuracy 
and interpretability through the implementation of 
XAI techniques, without sacrificing classification 
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accuracy. XAI, therefore, plays a key role in 
providing validation of the model's decisions. The 
visual explanation maps provided with the model 
consistently indicate that the model has focused on 
biologically relevant features such as the edge of 
lesions, pattern of discoloration, and areas with 
pests affecting the plant. The results produced by 
the model also correspond with results published 
by authors of studies on tomato disease and how to 
increase the accuracy of model prediction using 
XAI techniques [10],[11]. In particular, there have 
been other XAI methods developed using more 
sophisticated architectures than the model 
presented in this work, such as XSE-TomatoNet 
that combine squeeze and excitation mechanisms 
to fuse multi-scale features with greater 
explainability and predictive performance when 
performing classification of tomato leaves [23]. It 
may be speculated that these more advanced 
architectures would possess greater difficulty in 
implementation compared to the model developed 
in this work, however, the results provided in this 
work demonstrate that based on the application of 
deep learning techniques in producing models that 
are appropriately trained and explained, 
competitive performance can also be achieved 
with standard deep learning models. 

Another important consideration when 
applying deep learning models in agriculture is 
deployment in the field. Recent studies describing 
the integration of deep learning models with IoT-
based monitoring systems have identified the need 
for scalability and the provision of real-time 
decision support to facilitate the creation of smart 
agricultural systems [24]. The new framework is 
an appropriate addition to these systems because it 
is lightweight and highly accurate. In addition, 
newer studies demonstrating the need to improve 
predicting disease development and stages of 
latent infection using explainable models of 
temporal progression and prognostic evidence 
illustrate the importance of adding temporal and 
prognostic modelling in plant pathology [25]. 
While current research is focusing on image 
classification of plant diseases, the ability of the 
developed model to create solid feature vectors 
will pave the way for future research on disease 
severity assessment and disease progression 
analysis. 

While the currently proposed 
methodology has produced excellent results, it has 

also presented several limitations. The relatively 
lower classification accuracy for the Whitefly class 
indicates a need for developing much larger, more 
diversified and balanced datasets to address 
classification accuracy. In addition, while the 
current model performed well under consistent 
greenhouse conditions, the conduct of further tests 
in a variety of environmental conditions will serve 
to bolster the model's robustness prior to its 
adoption for more widespread agricultural 
purposes. Future research will focus on the 
continued development of lightweight models for 
deployment on edge devices, the integration of 
multi-modal data and the implementation of 
temporal-based disease progression models for 
disease prediction. Utilizing Internet-of-Things 
(IoT) based sensor data, combined with the 
aforementioned temporal classifiers that have been 
developed and experimentally verified in [24], [25] 
will represent an exciting opportunity to advance 
intelligent agricultural decision support systems. 
5. CONCLUSION 

This research has defined a computer 
vision-based deep learning framework that uses 
the TLID dataset to detect automated tomato leaf 
diseases while also ensuring interpretability of the 
resulting model provides high classification 
accuracies. The proposed approach used the 
transfer learning framework of Xception to 
generate a discriminative learning experience for 
identifying the seven health and disease classes of 
tomato leaves, in addition to compound class 
disease classifications that create challenges in 
image analysis for these plant diseases. The results 
of the experimentation support the generalization 
capabilities of the developed model through high 
accuracy results and a balanced precision and 
recall for all classes of diseases. Overall, this 
model will be a valuable plant monitoring tool for 
commercial greenhouses. 

A significant advantage of our novel 
architecture is its ability to predict multiple 
diseases in a single plant image using a single 
model without relying on handcrafted features or 
developing a complicated multi-stage pipeline. We 
utilized an end-to-end deep learning approach to 
leverage the variation of real greenhouse images, 
including changing lighting, background clutter, 
and subtle symptoms. Our incorporation of XAI 
allowed us to show that predictions were made 
based on biologically meaningful plant leaf 
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regions and not based on irrelevant background 
clues; this is crucial for agricultural applications, 
where domain experts need to have confidence in 
the output produced by the model before they will 
adopt it as a tool. 

The results presented here are very 
encouraging but remain subject to certain 
limitations. Data imbalance and subtle pest signs 
are still causing problems for diagnosis due to 
performance variation across disease classes. 
Larger datasets, more focused, data augmentation 
using more specific types of information, and 
greater use of multi-modal data should improve 
overall reliability. Future efforts may also 
investigate using lighter models for edge 
deployment, integration with IoT-based sensing 
systems, and time-based modelling to help identify 
the progression of disease over time. All in all, this 
paper provides a reliable, interpretable, and 
validated solution for tomato leaf disease 
detection, therefore creating a strong basis for the 
development of intelligent decision support 
systems for precision agriculture. 
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