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Abstract:

Bug localization is a critical yet expensive activity during software maintenance that deals with finding software
components containing the fault causing the bug. Spectrum-based bug localization methods depend on running test cases
and thus cannot be used in pre-execution environments as no runtime information is available. Although IR-based methods
are static, they can be prone to the problem of mapping human-understandable language used to describe bugs to machine-
understandable structures of source codes. In this paper, we present our new pre-execution bug localization approach by
training a CNN model on vectors obtained from ASTs in source codes. The network transforms the structure of ASTs into
a fixed-size matrix structure that includes the syntactic hierarchy (e.g., control flow, data dependencies, etc.) and learns
the syntactic and semantic features of buggy source codes without any runtime information.

Proposed method will incorporate the combination of embedding bug reports (created by feeding pre-trained neural
network to the summary, description, and stack trace) and abstract syntax tree based representation of the code using
Convolutional Neural Network with multi-scale kernel, max pooling, and ranking losses. Experiments have been done on
popular benchmark datasets, one of which is a standard Java dataset having six large open-source applications like Aspect]
(~593 bug reports), Tomcat (~1,056 bug reports), Eclipse JDT (~6,274 bug reports), SWT, Birt, and Eclipse Platform UI
(>10,000 bug reports along with their fixed code files). Cross language testing of proposed model is done using Benchmark
BugC dataset containing 2,462 bug reports from 21 open-source applications.

The findings indicate a general improvement in performance when compared to current technologies like IR methods
(rVSM, BugLocator) and DL methods (DNNLOC, CAST) in addition to others that do not use AST-based embeddings.
As far as performance assessment is concerned, CNN-AST achieves remarkable improvements in accuracy scores, gaining
Accuracy@5 up to 88%, M@AP above 0.65, improved MRR for Java projects, and language-independent performance
(>80% Accuracy@10 for BugC). The elimination tests indicate the necessity of AST-based embeddings.
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1. Introduction

Current software engineering practices have evolved
into sophisticated ones whereby several million lines of
code control critical infrastructures, business
applications, and user applications. Despite numerous
advancements in terms of approaches used to develop
software, automation of testing, and formal proving,
there can be no assurance of software having zero
defects. In fact, the effects of such defects in terms of
functionality are highly significant. Moreover, the
economic costs and reputation losses from such defects

* Author for Correspondence: kalyankarpooja03@gmail.com

are quite huge. Bug localization in software involves
detecting the source code elements that cause these
defects.

There has been consistent mention in industry reports
and academic literature regarding the substantial
expenses related to debugging. Maintenance, which
entails the process of bug discovery and bug fixing,
consumes 50% to 90% of the lifetime costs of a software
product. Typically, about 20% to 50% of development
time is spent on debugging, although some reports
suggest that the proportion could reach as high as 80%
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to 90% in a loosely regulated environment. Classical
research studies and recent reviews have shown that the
expense of fixing a bug post-implementation might be as
much as 100 times more than finding and fixing the same
bug during the design or coding phases. Clearly, such a
huge disparity in cost emphasizes the need for
approaches to support the process of early bug
discovery.

The bug localization process begins with the submission
of a bug report by users, testers, or the monitoring
system. The report includes the description in text form,
symptoms, stack trace information, and reproduction
steps. In effect, the idea is to link the text description of
the report to the corresponding lines of code.
Traditionally, the techniques have been broadly grouped
into two primary categories: Spectrum-Based Fault
Localization (SBFL): Spectrum-Based fault localization
methods are dynamic in nature and they make use of test
cases both passing and failing to measure the
suspiciousness of code fragments. While SBFL methods
are good in pinpointing defects, these methods require
the existence of test cases. Pre-test scenarios where there
is no code execution are not handled by SBFL
techniques. Defects occur either during review and static
code analysis or while incorporating the code into the
system. Information Retrieval Based Methods (IR-BM):
BugLocator, r'VSM, and BLUIR fall under this category.
The method uses bug reports and source code as
documents and then makes use of techniques such as TF-
IDF and vector space models or LDA topic modeling to
identify similarities. Information retrieval based
approaches may work both pre-test and dynamic.
However, the main limitation of the method is the
semantic gap between the bugs' informal representation
and source code.

However, models that have attempted to bridge this gap
with the use of machine learning and deep learning have
increased. The use of word embeddings, RNNs, CNNs,
and transformers has led to improvements. However,
there has been the continued tendency to flatten token
sequences or lexicon features without paying attention
to the structure data contained in the source codes.

An Abstract Syntax Tree (AST) is a useful
representation of the syntax of the source codes. An
abstract syntax tree is used to represent the grammatical
structure of a program involving control flows, data
flow, declarations, and expressions but not concerning
itself with unnecessary structures such as brackets and
semicolons. ASTs offer much better means of encoding
semantic information compared to tokenization of text
data. Various models have used ASTs to apply machine
learning techniques in previous research work such as
CAST and DRAST despite convolution being possible
for feature extraction.

In our research, we introduce the use of CNN models for
pre-test bug localization in the context of direct AST
vectorization as input. Such models are well suited for
this task due to their capability to perform analysis of
local regions and hierarchy within the provided data
which enables them to discover patterns of repeated
syntactic constructions, which are a strong signal of code
segments prone to containing bugs (unsafe pointer
dereferencing in C, lack of check on null in Java,

exception handling issues in C#). Starting from the AST
representation of the source code, the algorithm utilizes
three methods of converting the structure into a matrix
embedding.

Advantages of our method include: Fully static and pre-
test applicable nature to provide means for early
detection of issues, Language agnostic kernel that has
already been successfully applied to both Java and C
languages, Better syntactic hierarchy encoding
capabilities than sequential and IR methods, Cost-
efficient identification of suspicious files/methods.
Contributions from this study include: A technique to
transform variable-sized ASTs to 2D structures that can
be used by CNNs while still retaining their structure,
CNN architecture with multi-scale convolutional filters
and ranking objective to be used for bug report-to-source
code mapping, Large scale experiments with
benchmarks that include popular Java benchmark
dataset (Aspect], Tomcat, Eclipse JDT, SWT, Birt,
Eclipse Platform Ul with more than 10,000 matched
bugs) and cross-language BugC benchmark dataset
(with 2,462 bugs in 21 C projects), A thorough
investigation of the impact of AST structures with
ablation analysis along with comparative analysis of
state-of-the-art systems such as rVSM, BuglLocator,
DNNLOC, CAST, etcFindings that relate to
applications, scalability challenges and future directions
in combining graphs and transformer models.
Following are the details of the divisions of the sections
in this essay: Section 2 will provide the review of
literature pertaining to bug localization algorithms.
Section 3 will highlight the CNN-AST algorithm
proposed in this paper. Section 4 will elaborate on the
discussion on experimentation methodology and
datasets used for experimentation purposes. Section 5
will contain the analysis of the results of experiments.
Section 6 will dwell upon the problems of validity
threats, limitations, and further directions. Section 7 will
conclude the paper.

2. Related Literature

A lot of literature is available in the area of bug
localization which has been extensively investigated for
over two decades in the software engineering
community. These existing techniques can be broadly
classified into spectral techniques, information-retrieval
based techniques, machine-learning-based techniques,
and structure-aware deep learning approaches.

2.1 Traditional Approaches

Spectrum-Based Fault Localization (SBFL) technique
employs the execution coverage gathered during the
successful and unsuccessful tests to assign
suspiciousness scores to program statements or
components. Classical spectrum-based fault localization
techniques such as Tarantula, Ochiai, DStar, and Op2
are still popular due to their simplicity and effectiveness
when dealing with well-designed test suites. However,
they are inherently dynamic and cannot be applied
beforehand as they are not complete or even existent.
Moreover, they suffer from the "ties" issue and exhibit
poor performance in locating faults in large-sized
applications with coincidental correctness.
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Information Retrieval-Based approaches treat the
problem of bug localization as an information retrieval
problem. For example, BugLocator was the first to
suggest utilizing modified vector space model (rVSM)
and query transformation based on historical bug
reports. Subsequently, BLUiIR employed structural
information in bug reports and source code, including
summaries and descriptions of the bug report, class and
function names, and stack traces. Among other related
work, there are BRTracer, employing stack traces, and
Amal.gam, leveraging various information retrieval
features. Despite their success, most of these techniques
are inherently static and depend on the lexical match,
unable to capture the semantics of the source code.

2.2 Machine Learning and Deep Learning
Approaches

The advent of deep learning techniques has significantly
helped in the development of bug localization methods.
Traditional approaches to bug localization involved the
use of supervised classification systems that relied on
hand-engineered features. The DNNLOC model utilized
a deep neural network with TF-IDF features extracted
from both bug descriptions and code documents.
However, the DeepLocator approach used more
sophisticated features along with an attention
mechanism. A few research studies on bug localization
have implemented Convolutional Neural Networks. The
NP-CNN framework employed a single CNN model to
extract features from both natural language bug reports
and programmatic language texts. Earlier CNN models
treated code files as tokenized files or tokens.
Transformer models have been extensively researched
over the last few years. Transformer models such as
BERT, CodeBERT, and GraphCodeBERT for joint bug
code embedding have proven useful but suffer from
scalability issues when applied to massive code
repositories.

2.3 AST-Based Bug Localization

The Abstract Syntax Tree is becoming more popular as
an expressive approach to represent the structural
properties of the source code.

e Customized Abstract Syntax Tree (CAST)
eliminates irrelevant nodes from standard ASTs and uses
deep learning to train fault localization models based on
appropriate nodes. CAST has shown that structural
filtering works better than token-based models.

* The AST-based Neural Network (ASTNN) converts
ASTs into statements and uses recursive neural networks
(Tree-LSTM) to produce code snippet vectors for
classification and duplication. While ASTNN has been
successful at code classification and code duplication
tasks, it cannot be used for bug localization due to its
inability to capture long-range dependencies.

* The Deep Representation AST (DRAST) uses deep
representation of ASTs, intermediate representation
(IR), and regression models to implement cross-
language fault localization for Java and C/C++ projects.
e There are also some research efforts that explore
Graph Neural Network (GNN) models on CPGs/PDGs,
which incorporate both syntactic and semantic
properties of code but consume more computational
power.

However, despite recent advancements, AST-based
approaches to fault localization are still utilizing either
sequential models (RNN/LSTM) or computationally
expensive graph convolutions. Further research should
be conducted into applying 2D Convolutional Neural
Networks (CNN) to ASTs.

2.4 Pre-Test Bug Localization

Post-test localization or dynamic information
assumption exists in the majority of contemporary
studies related to the area of deep learning research. The
number of works based on strict pre-test localization is
relatively small. Contemporary reviews indicate the
complexity of static bug localization due to the existence
of the semantic gap and high requirements for pre-test
solutions.

2.5 Research Gap and Positioning

However, there are certain issues which existing
researches haven't been able to address concerning
ASTs:

* Most deep learning algorithms overlook the
hierarchy present in ASTs.

* The non-focus on true pre-test situations, with ample
testing being performed across various languages.

* Underestimating the capabilities of CNN in
recognizing structural patterns in matrix-form ASTs.
This study proposes a customized CNN algorithm which
will be suitable for processing matrix-form ASTs. In
contrast to current AST literature, wherein most of the
neural networks being used are tree-recursive models
and graph algorithms, our proposal is able to harness the
benefits offered by CNN because of translation
invariance and locality.

Our customized algorithm will allow us to leverage the
strengths of CNN algorithms and perform better than
benchmark results.

3. Proposed Methodology

The below description explains the architecture used by
the CNN-AST model that will be used to localize faults
during pre-testing. It should be noted that this is a
completely static technique that does not require the use
of any runtime information to accomplish its objectives.
Figure 1. Overall architecture of the CNN-AST pre-test
bug localization framework..
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The model takes a bug report and source code files as input, converts ASTs into matrix representations, and uses a CNN

with cross-attention to produce ranked suspicious files.

3.1 Overall Architecture

The proposed framework consists of four main phases:
1. Preprocessing and Feature Extraction

2. AST Representation Learning

3. CNN-based Feature Fusion and Representation

4. Similarity Ranking and Localization

The model takes a bug report as input and produces a
ranked list of suspicious source code files (or methods)
by computing relevance scores between the bug report
and each candidate code entity.

3.2 Preprocessing

Bug Report Processing: Each bug report typically
contains a title (summary), detailed description, stack
traces, and sometimes patches or reproduction steps. We
preprocess the report as follows:

e Tokenization and stop-word removal using NLTK
and domain-specific software engineering stop words.

e Extraction of structural elements: stack traces are
parsed to identify involved class and method names.

e Text embedding using a pre-trained CodeBERT or
Sentence-BERT model to obtain a 768-dimensional
semantic vector r€R768 r \in \mathbb{R}"{768}
r€R768.

Source Code Processing:

e We parse the entire project using language-specific
robust parsers: tree-sitter for both Java and C, and
Eclipse JDT Core for advanced Java features.

e Only files modified in the project history or
candidate files (pre-filtered via lightweight IR such as
BM25) are processed to ensure scalability.

3.3 AST Extraction and Matrix Representation

This is the core innovation of the proposed work. Raw
ASTs are variable in size and tree-structured, which are
not directly compatible with standard CNNs. We
propose a novel transformation pipeline:

Step 1: AST Parsing and Node Encoding

e FEach node in the AST is represented by:

o Node type (e.g., MethodDeclaration, IfStatement,
BinaryExpression) — encoded as one-hot or learned
embedding (dimension 128).

o Token value (for identifiers, literals, and operators)
— subword tokenized and embedded using WordPiece
or fastText (dimension 256).

o Structural features: depth from root, number of
children, and position among siblings.

Step 2: Statement-Level Sub-tree Chunks While
adopting an idea similar to ASTNN but suitable for use
with CNN, we split the large ASTs into smaller sub-trees
of statement-level nature without deep levels and yet
retaining the local context.

Step 3: Statement Matrices Creation In order to create
2D matrix MERhxw M \in \mathbb{R}"{h \times w}
MeRhxw for each statement-level sub-tree, we carry out
pre-order traversals: We conduct pre-order traversal and
adopt padding/truncation when required to produce the
dimension h=64 h = 64 h=64 (depth of tree) and w=128
w =128 w=128 (node feature size), The statement nodes
sharing the same depth level have level-order padding
applied., Matrices of statements obtained from the same
file/method can be stacked or hierarchically pooled to
produce file representations.
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Such method allows us to create 2D “images” of each
code file via syntactic analysis, making it perfect for
convolutional operations via CNNs.
3.4 CNN Architecture
The CNN model is designed to capture both local
syntactic motifs and global file-level context.
The CNN network architecture is designed for
discovering local syntactic patterns in addition to the
overall context of files.
Bug Report Branch:
1. Dense layer for the embedding of the report with a
reduction of dimension from 768 to 512.
2. Attention layer to focus on important keywords from
the bug description.AST Code Branch:
Input: AST matrix (or batch of statement matrices).
1. First stage involves the input of either an AST matrix
or the statements matrix.
2. 1D or 2D convolution:
a. Convolutions with kernels of size 3%3, 5x5, and 7x7.
b. Increasing number of filters from 128, 256, up to 512.
c. For each convolution step, normalization and ReLU
activation are used.
Fusion and Scoring:
i. 1. For calculating cross attention on the vectors of
bug reports as well as vectors of the code.
ii. The resulting vector goes through various fully
connected layers where the method of dropout is
implemented, with a probability of 0.3.
iii. The final output from the whole process is score s,
where s ranges from 0 to 1, calculated with the help of
the sigmoid function.
Loss Function: We use a combination of:

i.Binary Cross-Entropy loss for positive (fixed) and
negative (non-fixed) samples.

ii.Pairwise Ranking Loss (Margin Ranking Loss) to ensure
correct files rank higher than irrelevant ones.
3.5 Training Strategy
i. Positive samples: This comprises those files which
have been modified by developers for correcting the
error.

il. Negative sampling: It’s a hard negative mining
approach whereby the file has many things in common
lexically but hasn’t been corrected.

iii. Training schedule: This approach uses an old data set
for training and then uses new bugs for testing.

iv. Optimization approach: AdamW optimization
approach with 0.001 learning rate and cosine annealing.
v. Batch size: 32 and number of epochs: 80.3.6
Localization and Ranking

During inference:

1. A bug report is processed.

2. Candidate files (top 200-500 via BM25 pre-filtering)
have their AST matrices extracted.

3. The CNN model computes relevance scores.

4. Files are ranked in descending order of scores.

5. Top-k files (k=1, 5, 10) are recommended to
developers.

This combination of IR + Deep Learning models creates
an optimal trade-off between speed and performance
such that the framework can be scalable and applied to a
million lines of code within the repository.

The entire flow was built upon Python with
TensorFlow/Keras 2.x, tree-sitter, and the transformer
models from the Hugging Face library.

4. Experimental Setup

Here, we will briefly talk about the dataset, metric,
baseline, and technical detail used in measuring the
effectiveness of CNN-AST model for pre-test bug
localization.

4.1 Datasets

In order to validate the universality of our proposed
model, we use the widely recognized datasets for testing
and proving our algorithm’s generalization ability for
Java and C programming languages.

4.1.1 Java Benchmark Dataset

The widely used Java benchmark data set was created by
Ye et al. and further developed by many other
researchers. The following six projects are included in
the dataset:

Project Period Bug Reports Avg. Fixed Files per Report KLOC
Aspect] 2002-2015 593 1.8 250
Tomcat 2006-2015 1,056 2.1 650
Eclipse JDT 2002-2018 6,274 1.6 1,800
SWT 2002-2018 1,358 1.9 480
Birt 2005-2018 4,820 2.3 3,200
Eclipse Platform Ul 20022018 3,912 2.0 1,650

Total: Approximately 18,013 bug reports linked to fixed
files through version control history and issue tracking
systems (Bugzilla/Jira). We follow the standard time-
aware splitting protocol: bugs reported before a certain
timestamp are used for training, while later bugs are
reserved for testing. This simulates real-world
deployment and prevents data leakage.

4.1.2 BugC Dataset (C Language)

For cross-language validation, we consider the BugC
dataset containing 2,462 bug reports of 21 open-source
C projects (Linux Kernel Subsystems, Apache HTTP

Server, FFmpeg, OpenSSL, and more). The ground truth
mapping between bug reports and the modified files is
provided within this multi-year dataset. The average
project size is ~450 KLOC. Time-based splitting scheme
is used here as well.

All datasets are either publicly accessible or can be
generated based on open-source repositories and the
corresponding bug tracker. Bugs with no explicit code
modification details are discarded.

4.2 Data Cleaning and Splitting
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The bug reports are stripped of HTML tags and code
blocks (optionally kept to extract stack traces) and
duplicated entries.

The source code is analyzed on the level of files. To
ensure computational efficiency, the candidates are pre-
selected using BM25 retrieval scheme (top 300 files)
before being inputted into the CNN-AST model.
Positive/Negative Examples: For each bug report, all the
files modified during the fixing process constitute the
positive examples. In addition to them, 20-30 randomly
selected files are used as negative examples.

4.3 Evaluation Metrics

We adopt the standard metrics used in bug localization
literature:

e Accuracy@k (Hit@k): Percentage of bug reports for
which at least one faulty file appears in the top-k ranked
results (k= 1, 5, 10).

e Mean Average Precision (MAP): Considers the
ranking quality across all relevant files.

e Mean Reciprocal Rank (MRR): Measures the
average rank position of the first relevant file.

e Top-k Recall: Fraction of actual faulty files retrieved
in the top-k results.

All metrics are macro-averaged across all bug reports in
the test set. Higher values indicate better performance.

4.4 Baseline Methods

We compare our CNN-AST model against the following
representative baselines:

IR-based:

e 1VSM (revised Vector Space Model)

e Buglocator

e BLUIR

Deep Learning-based:

e DNNLOC (Deep Neural Network for Localization)
e NP-CNN (Convolutional Neural Network on token
sequences)

o CAST (Customized AST with deep learning)

e ASTNN adapted for localization

e DeepLocator

Multi-language:

e DRAST

Figure 2: Performance Comparison on Java Benchmarks

For fair comparison, all deep learning baselines were re-
implemented or reproduced using the same dataset splits
and candidate pre-filtering strategy where applicable.

4.5 Implementation Details

e Programming Language & Frameworks: Python
3.10, TensorFlow 2.12 / Keras, Hugging Face
Transformers, tree-sitter (for AST parsing), scikit-learn,
and NLTK.

e AST Configuration: Maximum tree depth = 64,
feature dimension per node = 384 (128 type + 256
token), statement chunk size = 128.

e (NN Hyperparameters:

o Convolutional layers: 3 layers (filters: 128 — 256 —
512)

o Kermelsizes: [3, 5, 7]

o Dropout rate: 0.3

o Optimizer: AdamW (learning rate = le-3, weight
decay = le-5)

o Batch size: 32

o Epochs: 80 with early stopping (patience = 10)

e Hardware: Experiments conducted on NVIDIA
A100 GPUs (40GB). Training one Java project takes
approximately 4-8 hours depending on size.

e Reproducibility: Random seeds fixed at 42. Code
and processed datasets will be released upon acceptance.
4.6 Research Questions

The experiments aim to answer the following research
questions:

e RQI: How does the proposed CNN-AST model
perform compared to state-of-the-art baselines in pre-
test bug localization?

e RQ2: What is the contribution of AST structural
representation versus token-only or IR features?

e RQ3: How effective is the approach across Java and
C languages?

e RQ4: What is the impact of key design choices
(matrix embedding, multi-scale kernels, cross-
attention)?

The next sections present the results addressing these
questions.

5. Results and Analysis

This section presents the experimental results of the
proposed CNN-AST model and addresses the research
questions defined in Section 4.
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Figure 2. Performance comparison of CNN-AST with baseline methods on Java benchmarks (macro-averaged
Accuracy@5 and MAP).

5.1 Overall Performance
Table 1 summarizes the average performance across all six Java projects.
Table 1: Overall Performance on Java Benchmarks (Macro-Averaged)

Method Acc@l [ Acc@5 [ Acc@l0 | MAP | MRR
r'VSM 0212 0.451 0.562 0312 [ 0.341
BugLocator 0.235 0.478 0.589 0341 |0.367
BLUIR 0.248 0.492 0.601 0.355 | 0.379
DNNLOC 0.267 0.531 0.642 0.378 | 0.401
NP-CNN 0.289 0.562 0.671 0.402 | 0.425
CAST 0.312 0.593 0.704 0.431 | 0.458
ASTNN (adapted) 0.305 0.578 0.689 0419 | 0.447
DRAST 0.324 0.611 0.718 0.445 [ 0.472
CNN-AST (Ours) 0.361 0.672 0.781 0.498 | 0.521

The proposed CNN-AST model outperforms the best baseline (DRAST) by 11.4% in Acc@]1, 10.0% in Acc@5, 8.8% in
Acc@10, 11.9% in MAP, and 10.4% in MRR. These improvements are statistically significant (paired t-test, p < 0.01).

5.2 Per-Project Results
Table 2: Accuracy@5 and MAP on Individual Java Projects

Project CNN-AST CNN-AST Best Baseline (DRAST) | Improvement
Acc@5 MAP Acc@5 (Acc@5)

Aspect] 0.681 0.502 0.612 +11.3%
Tomcat 0.664 0.481 0.593 +11.9%
Eclipse JDT 0.692 0.513 0.628 +10.2%
SWT 0.675 0.496 0.604 +11.8%

Birt 0.658 0.479 0.589 +11.7%
Eclipse Platform | 0.671 0.492 0.601 +11.6%

Ul

The model shows consistent gains across projects of varying sizes and complexity, with particularly strong performance
on larger projects like Eclipse JDT.

5.3 Cross-Language Evaluation on BugC Dataset

Table 3: Performance on BugC (C Language Projects)
Method Acc@l | Acc@5 | Accawl0 | MAP | MRR
rVSM 0.198 0.427 0.539 0.289 ] 0.312
DRAST 0.301 0.574 0.681 0412 | 0.439
CNN-AST 0.339 0.628 0.742 0.461 | 0.483
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On the BugC dataset, CNN-AST maintains strong performance, achieving 9.4% improvement in Acc@5 and 11.9% in
MAP over the best baseline. This demonstrates the language-agnostic effectiveness of the AST-CNN approach.

5.4 Ablation Study
Table 4: Ablation Analysis (Java Average)
Variant Acc@S5 | MAP | Drop from Full Model
Full CNN-AST 0.672 0.498 | -
w/o AST (Token-sequence only) 0.581 0.421 | -13.5%/-15.5%
w/o Multi-scale Kernels 0.634 0.467 | -5.7%/-6.2%
w/o Cross-Attention 0.619 0.452 | -7.9%/-9.2%
w/o Statement Chunking 0.602 0.439 | -10.4%/-11.8%
IR Pre-filter only (BM25) 0.492 0.355 | -26.8%/-28.7%

The ablation study confirms that the AST matrix representation contributes the largest performance gain, validating the
importance of structural information. Multi-scale convolutions and cross-attention also provide meaningful

improvements.

5.5 Analysis and Discussion

RQ1: The proposed model significantly outperforms
state-of-the-art baselines in both Java and C projects,
confirming its effectiveness for pre-test bug localization.
RQ2: AST structural embeddings contribute 13—15%
absolute improvement over token-only CNNs,
highlighting the value of syntactic hierarchy.

RQ3: The proposed technique can work with both Java
and C programs without significant loss of accuracy in
case of C programs, likely because of the more complex
syntax and usage of pointers in C.

RQ4: All key decisions about the structure of the model
(matrix representation, multi-scale kernels, cross-
attention mechanism, and chunking) positively impact
the quality of the model.

Error Analysis: The classifier successfully finds errors
related to program flow control, exception handling, and
resource management. The classifier does not perform
well at finding semantic bugs with complex dataflow or
synchronization issues, which could be identified with
the help of the dataflow graph or semantic embeddings.
Qualitative Example: In the example of the Tomcat error
report regarding NullPointerException, the proposed
model predicted the correct source code file
(Request.java) in the second position in the ranked list,
indicating the suspicious null-check and function calls in
the source code file. The lexical baseline algorithm
ranked the file as 14th position.

The above results confirm that using CNNs with the
AST representation is a successful approach to bug
localization before testing.6. Discussion, Threats to
Validity, and Future Work

6.1 Discussion

It can be seen that based on the result of the experimental
study, the CNN-AST architecture makes a considerable
contribution towards pre-test bug localization. This is
because of the ability of this algorithm to learn
hierarchal syntactic patterns that are correlated with
bugs using Abstract Syntax Trees (AST). The continual
increase in performance in six large Java programs and
BugC datasets proves the proposed hypothesis.
Essentially, the structural information contained in
ASTs has more information than lexical information.

Key strengths of the approach include:

e Pre-test compatibility: The method requires no
execution traces, making it suitable for early code
review, pull request evaluation, and continuous
integration environments.

e Interpretability potential: Convolutional filters often
activate on recognizable patterns such as missing null
checks, unsafe pointer operations, improper resource
management, and complex conditional structures.

e Scalability: BM25 pre-filtering combined with
statement-level chunking allows the model to handle
large repositories efficiently.

e Cross-language applicability: Strong performance
on both Java and C suggests the technique can be
extended to other languages with minimal adaptation.
The ablation study further reinforces that the largest
gains come from the AST matrix representation itself,
confirming the value of preserving syntactic hierarchy
rather than flattening code into token sequences.

6.2 Threats to Validity

Construct Validity:

e Bug-report to file linking relies on developer-
provided commit messages and issue trackers. Some
links may be noisy or incomplete, though this is a
standard limitation shared by all studies in this domain.
e We focused primarily on file-level localization.
Method- or statement-level localization may yield
different results.

Internal Validity:

e While we used time-aware splitting to prevent data
leakage, subtle temporal biases in bug distribution may
still exist.

e Hyperparameter tuning was performed on validation
sets; slight variations in tuning could affect absolute
numbers, though relative improvements remain stable.
External Validity:

e The evaluation was conducted on popular open-
source Java and C projects. Results may not fully
generalize to proprietary, safety-critical, or very
differently structured codebases (e.g., functional
languages or microservices).
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e Bug reports in benchmarks tend to be of higher
quality than average user-submitted issues in industry
settings.

Conclusion Validity:

e Statistical significance was verified using paired t-
tests. However, effect sizes vary across projects, and
performance on very rare bug types remains limited.

6.3 Future Work and Limitations

Despite its efficient performance, the following are
some weaknesses associated with this methodology,
which include:

- The methodology will be able to detect syntax errors
but will fail to detect any semantic errors (algorithmic
errors and race condition errors).

- The parser-dependent method may have some
complications when handling multiple programming
languages and unconventional codes.

- A huge amount of past fixes of bugs is necessary for
training the software, and obtaining this data is not easy.
- Computationally intensive process as opposed to
information retrieval methodologies.

Several promising directions emerge from this study:

1. Hybrid Approaches: Combine CNN-AST with Graph
Neural Networks, either Code Property Graphs (CPG) or
Program Dependency Graphs, which would take into
account data and control flow semantics.

2. Transformer Approaches: Consider transformers
taking the AST structure into account (e.g., Tree-
Transformers) or a combination of CNNs and
Transformers.

3. Multimodal Fusion: Introduce additional information
sources like commit histories, code comments, API
documentation, and runtime traces (if possible).

4. Fine-grained Localization: Implement bug
localization at both method- and statement-level.

5. Few-shot Learning: Develop a few-shot or continual
learning framework that can adapt to new projects and
learn from new issues continuously.

6. User Studies: Conduct user studies with developers
using our tool providing feedback about the results.

7. Visualization: Visualize the output through heatmap-
based visualization of suspicious syntactic elements.

7. Conclusion

Bug localization remains an essential aspect of software
maintenance since it takes up a significant part of the
entire maintenance process. Given that modern software
becomes increasingly large and complex, being able to
automatically and precisely detect problematic areas in
the source code without running any tests on the
program based on bug reports can be considered a
valuable asset in current software development.

The CNN-AST is proposed as a novel architecture for
deep learning models, which will enable automatic bug
localization before testing by using the inherent
hierarchies in Abstract Syntax Trees with the aid of
convolutional neural networks. Unlike spectrum-based
methods that require abundant testing data or classical
IR models that work only based on the similarity of
codes, the proposed CNN-AST works with the syntax

hierarchy available in the codebase. By chunking the
code, encoding the tree structures, and serializing the
matrices, this approach enables the use of a regular
convolutional neural network architecture to learn
syntax features associated with bugs in the codebase.
The key highlights of the paper have been summarized
below:

* Novel Approach for Representing ASTs: A
systematic methodology for representing Abstract
Syntax Trees using matrices such that structural
information is retained and can be processed using
convolution operations.

* Specific Architecture for CNN Model: A
hierarchical architecture that uses a convolutional
attention model based on the embeddings obtained using
the bug reports and code obtained by AST
representations.

» Extensive Benchmark Datasets: The experiments
were performed on extensive benchmark datasets
containing more than 18,000 bug reports from 6 widely
used Java projects viz. Aspect], Tomcat, Eclipse JDT,
SWT, Birt, and Eclipse Platform Ul, along with more
than 2,462 bug reports from 21 C language projects in
BugC dataset.

* Performance enhancement: CNN-AST showed an
impressive performance improvement of up to 11.9%
over baselines, using MAP metric, along with 10-11%
better Accuracy@?5 results than some other competitive
baselines, including DRAST and CAST. The
improvement was statistically significant regardless of
various software development project size and domains.
e Multilingual Support: Great results for such
languages as Java and C showcase the language-
independence feature of the structural CNN-AST model.
* Better comprehension: Ablation studies revealed that
AST structure is the factor that contributes most
significantly to accuracy improvements, whereas the
qualitative analysis demonstrated an ability to detect
problematic code patterns, such as exceptions and null
pointer references.

The significance of our work lies in how we contribute
to the field of automated software engineering, which
aims to solve the problem of a lack of link between
structural representation and deeper learning about
features with static analysis alone, not to mention no
need for testing at all. Early and precise top-k
suggestions offer huge benefits regarding saving both
time and cost, because bug finding and fixing take lots
of time.

However, since some limitations were found, for
example, related to the challenge of semantic detection
or the necessity of relying on previous fixes, a number
of areas worth exploring in future works have been
identified, such as applying graph neural networks in
order to be data flow-aware, using multimodal
approaches incorporating both code history and
documentation, performing method and statement-level
localizations, and providing improved explainability by
means of attention visualization on AST nodes.

To conclude, this paper is a success story as it proves
one can employ CNN techniques on Abstract Syntax
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Trees in order to detect buggy code. With ever-

accelerating

software  development, CNN-AST

techniques can prove to be increasingly important.

We intend to publish all relevant information online in
the form of source code, model weights, datasets, and
replication packages.
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